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CS251 – Spring 2008

Assignment 8.v0 – Pipelining

Bill Cowan

Please note carefully. If you have not been coming to class, you may be puzzled by the word ‘phase’ in
the assignment. I find that both the textbook and the notes use the word cycle ambiguously and non-
standardly, sometimes to describe the execution of an instruction, sometimes to describe the length of a
clock tick. I have therefore used the following definitions in class and in my notes.

• Cycle. The complete execution of an instruction, as in ‘the instruction cycle’.
• Phase. A discrete part of the instruction cycle, as in ‘the third phase of the instruction cycle’.
• Clock. The amount of time between clock ticks, as in ‘a 200 picosecond clock’.

Thus, a single-cycle processor must have a clock that is at least the length of the longest cycle. A multi-cycle
processor or a pipelined processor must have a clock that is at least the length of the longest phase. A single-
cycle processor and a multi-cycle processor dispatch one instruction per cycle. A pipelined processor
dispatches one instruction per phase.

I  Introduction

Please read carefully the example on page 425 of the textbook and make certain that you understand it. (If
there are concepts in it that seem mysterious to you review them earlier in the chapter or in the course
notes.)

The last paragraph of the example depends on the following reasoning.
1. All phases of a pipelined processor must be the same length.
2. To accommodate phases of different lengths all phases must have the length of the longest phase.
3. The natural lengths of different phases are the following.

i. Phases with memory access (1 & 4) take at most 200 picoseconds.
ii. Phases with register access (2 & 5) take at most 100 picoseconds. (Register access takes 50

picoseconds and is done twice, once in the first half of the phase, once in the second half.)
iii. Phases that use an ALU (1, 2 & 3) take at most 100 picoseconds. (To remind you: phase 1 uses an

adder to increment the PC; phase 2 uses an adder to compute that branch target (See page 420.);
and phase 3 uses an ALU to compute results of register operations.)

4. The fastest possible clock is the length of the longest phase, which is 200 picoseconds (5 GigaHertz).
The processor is then idle half the time during phases 2, 3 & 5.

5. If phases 1 & 4 occupy two phases, each 100 picoseconds long, then the instruction cycle has seven
phases which can be clocked at 100 picoseconds. We can thus dispatch twice as many instructions, and
have a processor that runs twice as fast.

The catch (Yes, there always is a catch.) is that there are more hazards to take care of.
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Question 1  (Review)

Briefly list the three types of hazards encountered in the five phase pipeline, all instances of them discussed
in class and how they are resolved.

Hint. In your answer each instance should have one sentence per instance describing why it arises, and one
instance describing how it is resolved.

Question 2

If you the fourth cycle occupies two phases new instances of data hazards appear because the data memory is
neither available nor correct until the data access phase is complete, and because data memory allows only
one access at a time.

(a) On three copies of the answer template for Question 2, using the notation of Figures 6.34 and 6.35,
draw the three instances of data hazards that affect loads from data memory. How could each of them be
handled?

(b) On another copy of the answer template draw a new hazard that affects stores to data memory. Give a
sequence of instructions that make the hazard occur. What type of hazard is it? What is the cost of a stall as
a way of responding to the hazard?

(c) An engineer remembers that using two caches, one for instruction memory, one for data memory,
solved an earlier hazard, and proposes creating two data memories using two cache. Would this work? If you
think so explain how the two caches would interact. If you don’t explain why it won’t work.

Question 3

Modifying only one phase does not speed up processing at all. We must also allow instruction fetch to
occupy two phases.

(a) Think about instruction fetch. Having instruction fetch occupy two phases with no other modification
so that we dispatch the next instruction while previous one is only half finished accessing the instruction
memory has no effect. Explain why.

(b) Here is a possible solution. Double the width of the bus supplying instructions from the instruction
cache, to 64 bits, so that each instruction fetch provides two instructions for each instruction memory
access. The very first instruction you fetch, of course, takes two clocks so the very first instruction execution
is, in effect, a stall, which cannot be avoided. The answer template for Question 3 gives you an instruction
fetch that is exactly two phases long. At the beginning of the third phase is a vertical rectangle that holds the
instruction. Draw on a copy of the template when subsequent instruction fetches occur, and where each
instruction comes from

(c) The solution in (b) relies on instructions being in sequence. Thus, it does not work exactly as described
for instructions like beq. On a fresh copy of the template redraw your answer to (b) showing the pipeline for
the following sequence of instructions.
add $r3, $r2, $r0
beq $r3, $r2, 8
sub $r3, $r12, $r13
or $r4, $r12, $r13
add $r2, $r3, $r4
How long is the beq stall? Is it ever longer or shorter?

Hint. The branch is taken.
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Hint. The code might be more naturally written as
add $r3, $r2, $r0
beq $r3, $r2, L1
sub $r3, $r12, $r13
or $r4, $r12, $r13

L1:
add $r2, $r3, $r4


