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CS251 – Spring 2008

Assignment 9.v0 – Memory Hierarchies

Bill Cowan

I  Introduction

Caches prove to be useful whenever processing stalls waiting for memory to provide a response. For
example, without cache, every memory access to DRAM would stall the execution pipeline for about 50
nanoseconds, which is 200 instructions on a processor with a 4GHz clock. For this to be a good solution the
memory system be able to provide the processor with a hit/miss decision within a clock (250 picoseconds,
in this case) along with the data if the result is a hit. Given total execution time for all instruction memory
accesses in a program that executes  instructions is

(1) ,

where
•  is the amount of time spent accessing memory, measured in terms of instruction time, 250

picoseconds in the example given above,
•  is the number of instructions lost when a cache miss occurs, 200 in the example given above,

•  is the fraction of instructions that access data memory, and

•  is the fraction of memory accesses that are cache hits.

(Remember that we necessarily do one instruction fetch per instruction executed.)

Question 1

Rewrite Equation (1) assuming that the fraction of cache hits is different for accessing instruction cache than
it is for accessing data cache. Use  to denote the fraction of instruction fetches that are hits, and  to

denote that fraction of data accesses that are hits. ( )

Question 2

In the design of compilers a key concept is the basic block, a sequence of instructions that contains no
branches. For example, in following piece of C-code, which is part of every library that writes output to a
file or a terminal,
1: while ( n > 0 ) {
2: str[--i] = (n && 15) + ‘0’;
3: n = n >> 4;
4: }
lines 2 and 3, which compile into many (10 to 30) machine instructions, is a basic block.

(a) For a basic block that is 100 machine instructions long and a cache line that is 128 bytes long how
many cache misses will occur in the best case when the basic block is executed. (Assume that there are no
instructions in the cache when execution starts.) Explain your answer.

(b) Redo (a) giving the answer for the worst case.
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(c) If there are no misses in accesses to the data cache use Equation (1) to estimate what fraction of the
execution time is spent stalled in the best and worst cases.

(d) (Bonus question for 1 mark.) Given that && is the bit-wise AND operator and >> the right shift
operator, what does the code given above do?

Question 3

Most internet browsers incorporate a cache that retains pages that you have visited recently. This is
worthwhile because reloading a page cached locally is much less expensive than retrieving it across the
network. Pages can be cached in memory, or on the disk. For the purpose of this question assume the
following costs for fetching a page from different locations.

(a) Almost all cache hits occur when the user hits the BACK button on the browser. Ignoring other cache
hits, and assuming that 50% of page references occur via the BACK button, calculate the average time per
page if the cache is in the main memory.

(b) Repeat (a) but with the cache on the disk.

(c) Because any cache is finite sized, if you hit BACK enough times in a row you will get a cache miss,
which adds to the cache misses you get any time you fetch a page any other way. For small caches fill in the
following table indicating what fraction of page accesses are misses for different sized caches.

(d) How big a cache would you need to get the fraction of misses below 51%?

Question 4  (Bonus question for 1 mark.)

When a cache miss occurs the cost depends on whether or not you can make use of the processor for other
things during the waiting time. For example, when a cache miss goes to DRAM, it is impossible to use the
50 nanosecond wait for anything else so we stall the processor. On the other hand, when a page fault occurs
it is possible for the operating system to activate another process while waiting for the page to arrive, so the
cost is not the 10 to 20 milliseconds that it takes for the page to arrive, but only the 0.1 to 1 milliseconds it
takes to activate a process waiting for the processor.

Location Fetch time

DRAM 1 microsecond

Disk 10 milliseconds

Internet 10 seconds

Cache size (pages) Fraction that are misses
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In Question 3, it hardly seems worth having a cache at all until you notice that the important processor
is the user’s brain. Explain why every browser has a cache.

Hint. Think about the difference in the way you respond to delays of 0.1, 1 and 10 seconds while browsing
the web.


