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I  Introduction

Serial I/O, where a single data wire supplies input or accepts out one bit at a time, is an early idea from the
history of computation, which continues to the present, with USB its latest widespread application. In
CS452 we implement a very early version of serial I/O, RS-232, which dates from 1969 [1], handled by a
UART, a universal asynchronous receiver transmitter, which dates from 1971 [2].This form of
communication is still used fairly widely when software is first placed on hardware, because it can be made
to give busy-wait input/output with very little superstructure.

II  American Standard Code for Information Interchange (ASCII)

When we put computer data onto a serial line it is necessary to encode it into bits. The universal practice is
to code data as characters. For example, we do not transit the number 20 by transmitting its binary

representation, 10100, but by transmitting first the character ‘0’, followed by the character ‘2’.1 The
representation we use for character data is the same one that is used when storing strings, ASCII, which was
standardized in 1963 [3].

ASCII is a 7-bit code which has an alphabet that includes all the characters on a computer keyboard.2 It
encodes 128 characters, of which the first 32 (0x00 to 0x17) are non-printing control characters, the next
32 (0x20 to 0x37) are digits and some punctuation characters, the next 32 (0x40 to 0x57) are upper case
letters and other punctuation characters, and the final 32 (0x60 to 0x77) are lower case letters and the
remaining punctuation characters. The alphabet is arranged so that it has a variety of attractive properties,
which make common algorithms easy to write.

Most of the control characters are typed from the keyboard using the control key, which has the effect of
setting the two most significant bits to zero. Thus, for example, typing CTL-i, the ‘i’ key with the control
key held down, most commonly written ^I, you get a horizontal tab.

III  RS–232

The RS-232 standard is an electrical standard for wires connecting computers. In its simplest version there
are only three wires: ground (GND), transmit (XMT) and receive (RCV). A computer that wishes to send
a character to another puts high (+13V) and low (-13V) voltages, with respect to ground onto XMT for
each of the bits of the character in turn. A computer receives a character by sensing the time-varying voltage
on its input and converting it into a sequence of bits.

III.1  Data Characteristics
For this to happen the two computers must somehow agree on some properties of the data to be sent.

1. There are circumstances, such as communicating machine code, where this practice is not followed. In
those cases there are a collection of special purpose coding schemes, and the one used depends on the
nature of the communication channel and of the receiving software.You may have to use them in the
‘afterlife’, but not in CS452.

2. This is not quite true. Some characters on the keyboard, like the function keys and the arrow keys transmit
what are called escape sequences, which are multi-character codes beginning with the escape character
(ESC, which is 0x1b in ASCII).
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III.1.i  Transmission Speed
Transmitter and receiver must agree on the rate at which bits are sent. This is measured in bits per second
(bps), and sometimes in a related unit the baud, which is named in honour of Émile Baudot, who created
the five bit code that was standard in telegraphy after 1870. There are a set of standard rates used in RS-232:
150, 300, 600, 1200, 2400, 4800, 9600, 14400, 28800, 33600 and 56000 bps.

Using modern modems the two ends of a communication line can negotiate a speed they will use for the
session, based on the quality of the communication line coupling them together. When both ends of the
connection are close together and under the control of the user it is much more common simply to set the
rate to whatever is desired, using the control registers of the UART (§IV.2.ii), which is what we do in
CS452.

III.1.ii  Start and Stop Bits
When the communication line is used asynchronously, which is the most robust protocol, there is not a
common clock at the receiver and the transmitter it is necessary to put a special signal on the line that tells
the receiver a new character is starting. This is called the start bit, which occurs immediately before that data
bits.

There is also a stop bit, which is transmitted immediately after the last data bit. This may be used by the
receiver to determine if the correct number of data bits has been received. The number of start and stop bits
is controlled using the command registers of the UART (§IV.2.ii).

III.1.iii  Data Size
ASCII is a seven bit encoding, but a variety of eight bit extensions exist. In RS–232 the data size is either
seven or eight bits, selectable using a command register

III.1.iv  Parity
Bit 8 of an eight bit ASCII encoding may be used as a parity bit, set to match the parity of the other seven
bits, a simple way of catching one-bit errors. This is selected using a command register.

III.2  Null Modem
When a cable is made to connect two RS–232 devices the transmit pin of one device must be connected to
the receive pin of the other, and vice versa. Such a cable is called a null modem. It is common to use the
male-female connector distinction to indicate whether or not a cable is a null modem. Male to male or
female to female cables are null modem cable, male to female are not. Unfortunately, this distinction is not
common enough to be more than a heuristic.

When a cable includes wires for hard flow control (§III.3.ii) they must also be crossed in a null modem
cable.

III.3  Flow Control
RS–232 was created in an environment where the speeds of communicating devices may differ. (This
environment still exists in the real world, and in the trains lab, but not in the rest of the university computing
environment.) In such an environment a slow receiver can be overwhelmed by a fast transmitter. Thus, there
are methods for telling a device transmitting to you that you are ready to accept data. This capability is called
flow control.

III.3.i  Xon, Xoff
The most common method of flow control is implemented in software. Well before its buffers start to
overflow a receiver sends Xoff to the transmitter. When a transmitter receives Xoff on its receive line it stops
sending. There is usually a delay in stopping because of receiving and computing delays in the transmitter, so
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the receiver must be prepared to receive a few characters after sending Xoff. When the receiver is again
ready to receive it sends Xon. When the transmitter receives Xon it resumes transmission.

Xoff is usually the DC3 control character, ^S, 0x13; Xon is usually the DC1 control character, ^Q, 0x11.
When doing system administration in single-user mode, or at boot-time, it is common for input to come

so fast that it vanishes before you can read it. On most non-MS systems, Xoff and Xon, typed at the console,
can be used to control the flow of data.

III.3.ii  Hardware Flow Control
Xon, Xoff flow control has several limitations, so RS–232 defines a better flow control method, which uses

four wires in an RS–232 cable.3 the signals on these wires are
• RTS, Request to Send. This signal is asserted by one end of the communication channel to indicate to

the other end that it is ready to receive data. When this signal is deasserted no data should be sent.
• CTS, Clear to Send. This signal is asserted by the other end of the communication channel to indicate

to the other other end that it is ready to receive data. When this signal is deasserted no data should be
sent.

• DTR, Data Terminal Ready. This signal is asserted by one end of a communication channel to indi-
cate that the device receiving data on the other end is powered on and initialized.

• DSR, Data Set Ready. This signal is asserted by the other end of a communication channel to indicate
that the device receiving data on the other other end is powered on and initialized.

You will notice that it is essential for hardware flow control that the two ends of a communication channel
agree at the time cables are made and plugged in which device is ‘one end’ and which device is ‘the other
end’. A non-standard, but common way of solving this problem is to cross RTS and CTS, DTR and DSR
in a null modem cable (§III.2) so that RTS is always driven, CTS always measured, DTR always driven and
DSR always measured.

This method of hardware flow control, while not what was originally planned by the standards
committee, seems to be the most commonly used when one computer communicates with another.

IV  The Universal Asynchronous Receiver Transmitter (UART)

The device that implements the connection between signals on the computer’s address/data bus and signals
on an external RS–232 line is a UART. In its essence a UART is nothing more than two shift registers, with
a little auxiliary hardware allowing them to synchronize with incoming signals and to communicate with the
computer’s data bus. Here’s how they work.

An 8-bit shift register is a device that changes a serially encoded signal to a parallel encoded one, or vice
versa. The first type has 2 inputs, the serial line and a clock, and 8 outputs, a byte-wide channel to the data
bus. Each time that there is an edge on the clock input, the signal on the serial line, high or low, is put into
the most significant bit (MSB) of the register, after which the contents of the register are shifted down one
bit, leaving the MSB empty. When 8 bits have been shifted in no more bits are accepted on the serial line.
The byte can then be read on the data bus, which readies the shift register for the next byte.

The second type 9 inputs, the clock and a byte-wide channel to the data bus, and 1 output, the serial line.
When a byte is placed in the register the next clock edge puts the value of the least significant bit (LSB) onto
the serial line and holds it. At the next clock edge the byte is shifted down, putting bit 1 into the LSB and
onto the serial line. This process continues until all 8 bits have been put onto the serial line at which point it
stops.

IV.1  Operation
The principle of operation of the UART are simple, but there are a few details that are worth knowing.

3. Not all cables have the flow control wires, but most do.
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IV.1.i  Synchronization
When an incoming byte is sampled it is necessary that the clock edges should be synchronized with the
mid-point in time of the bit signals on the serial line This is done using the leading edge of the start
bit (§III.1.ii). On RS-232 the data line high is +13V and low is -13V. The line is held high when there is no
data. When a character starts to arrive the first event is a high-to-low transition on the receive line at the
beginning of the start bit. The receiver then samples the receive line one-half a bit time later, to check if the
edge was just noise. After that it samples the receive line at the incoming bit rate, latching a bit into the shift
register with each sample. One bit time after the last bit it detects the stop bit, which should be high. If so it
transfers the byte in the shift register to the data buffer, for reading from the data bus.

IV.1.ii  Bus Interface
After the stop bit is detected the interrupt line is asserted and the receive ready bit in the control/status
registers is set. At this point it is safe to read the data by doing a read cycle on the I/O at the address of the
data register.

IV.2  Registers
See the data sheet and the notes from Friday, October 10, 2008.

IV.2.i  Data

IV.2.ii  Control/Status

IV.3  Errors (and What They Mean)
A typical UART detects a variety of error conditions. Detecting an error condition generates an interrupt
and sets one or another bit in the status registers. Here are a few typical errors that are detected.

IV.3.i  Parity
The parity bit did not match the parity of the data. The number of bits in the data 7/8 may be wrong; the
number of stop bits may be wrong; there may be noise on the line.

IV.3.ii  Framing
The start and stop bits were not detected correctly. There may be noise on the line; the speed may be set
wrong.

IV.3.iii  Overrun
A new byte was put into the data buffer before the previous one had be read. Your software is too slow.

V  References

1. http://en.wikipedia.org/wiki/RS-232.
2. http://en.wikipedia.org/wiki/Uart.
3. http://en.wikipedia.org/wiki/ASCII.
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