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Assignment 1: Context Switching on the ARM

Bill Cowan

I  Introduction

The most basic feature of most operating systems is the presence of several threads of control existing
simultaneously on one CPU. At any moment a single task possesses the CPU, in the sense that its data is in
the registers and the program counter points to its instructions. One of the tasks is special: we call it the
operating system kernel, or simply kernel. It coordinates the other tasks: choosing which one is active, i.e.
executing and managing communication from one task to another.

When a task needs a service provided by the kernel, control must be transferred from that task to the
kernel: that is, somehow the kernel’s state must get into the registers and the address of the next kernel
instruction into the program counter. Similarly, when the kernel decides that a task should run it is
necessary to transfer control to that task. These transfers of control are called context switches, and they are
difficult because it is normally essential to maintain the integrity of the kernel: user code, unlike your kernel
code, may contain bugs and if bugs in user code can contaminate the kernel, by over writing its memory, for
example, the system will not be very robust. Therefore, we usually make kernel data and code neither
readable nor writable by other tasks. So, at the most basic level it is not possible for a task to execute
something like a JUMP <kernel entry point> instruction to get the kernel running.

The context switch is the only part of an operating system that cannot be written in C, but must be
written in assembler, because it uses instructions not normally emitted by compilers. However, it is only a
few lines of code. But exactly how you choose to do these lines will have a big effect on many other
decisions.

The purpose of this assignment is to learn just enough about the ARMv4 architecture to write context
switching code, and to convince yourself, and the TA, that your context switch code works by hand-
executing it.

II  Resources

You have three resources:
1. the lectures,
2. this assignment description, and
3. the ARM Architecture Reference Manual.

Section numbers in the titles below refer to the architecture manual.

III  The ARM Architecture

III.1  Processor Modes (A2.2)
There are several processor modes, of which we are interested in only two.

1. User mode is for application code.
2. Supervisor mode is for the kernel.

III.2  Registers (A2.3 to A2.5)
The volatile state of a task is the content of its registers. The ARM architecture has thirty-seven 32-bit
registers. In user mode there are seventeen registers, some of which have special meanings

1. R0 to R12 are general purpose registers.
2. R13 is used as the stack pointer.
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3. R14 is used as the link pointer. It contains the program counter that should be used after return from
a subroutine, or after return from an exception.

4. R15 is the program counter.
5. CPSR (current program status register) contains result codes from previous instructions.
6. SPSR (saved program status register) contains a saved copy of the CPSR of the executing task at the

point an exception occurred.
Note that Supervisor mode has its own private registers for R13 and R14, and that the user contents of
these registers is not visible in Supervisor mode. R0 to R12 are common to both modes.

III.3  Instruction Set (A3.10, A3.11, A3.12, A3.14, A5.2, A5.4)
The ARM is a pure RISC architecture. Only load and store instructions read or write memory: all other
instructions operate only on the contents of registers.

Here are some possibly useful instructions:
1. ldmfd, stmfd,
2. mrs, msr, and
3. swi, movs.

IV  The Assignment

In this assignment you write and hand execute assembly code to do a context switch in and out of the
kernel of an operating system running on the ARMv4 architecture. There should be three pieces of code in
your answer:

1. an entry point in the user code called system-call, which loads arguments into R1, then switches to
the kernel, after which it receives the return value in R0;

2. an entry point in the kernel called kernel-start, which is the point where execution starts in the
kernel; and

3. an entry point in the kernel called activate, to which the kernel goes when it is ready to restart the
active task.

The second should run until the kernel state is restored and the kernel is ready to start processing the
request. The third should begin when the kernel has completed all its work and decided which task is the
new active task, which may or may not be the task that made the system call.

IV.1  Assumptions You Should Make
1. All the user tasks and the kernel run in supervisor state.
2. Inside the kernel there is a variable you can access called active. This is a pointer to a structure that

contains task descripters. Stored in the task descripter is the following information, among other stuff,
i. at offset 0, the stack pointer of the task,
ii. at offset 4, the return value from the task’s last system call, and
iii. at offset 8, the argument of the task’s last system call.

3. Inside the kernel there is a variable you can access called magic, which is a pointer to a magic spot
where the kernel stores its own stack pointer.

4. The kernel reads an argument describing the system call, which is in R1 when the kernel is entered.
5. The kernel returns the result of the system call in R0.
6. The kernel must be entered using an exception so that kernel entry on interrupts will be as similar as

possible.

IV.2  What You Should Hand In
You should hand in your answers, neatly formatted, on paper. They should consist of

1. Your assembly code in ARM code format.
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2. About eight to ten diagrams showing the system state at key points in the execution, such as just
before and just after the kernel is entered. You should base your diagrams on Figure 1, suitably filled
in.

IV.3  Bonus Question
This assignment is easier than it would otherwise be because both the kernel and user tasks run in supervisor
mode. Repeat the assignment with the user tasks running in user mode and the kernel in supervisor mode.

Hint. The code in the user program is generally just a stub function, so you should think about where the
argument will be if the function has just been called, and where the return value should be if the function is
just about to return. To find out how your compiler does this, write code like
int func( int x ) {

int ret;
ret = x;
return ret;

}
main( ) {

int arg, ret;
ret = func( arg );

}

Compile it with optimization turned off and the don’t assemble the output flag, something like
cc -S main.c

then look at main.s to see what your compiler is doing with arguments and return values. It should be
superfluous to say that all optimization must be turned off.

Hint. You will need to differentiate more registers than are shown in Figure 1.

Figure 1. Schematic diagram and a piece of the memory. The arrow and the writing in the memory is the
sort of thing you are supposed to put in to show the state. You should also indicate, where relevant, what
values are in the registers.
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