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A. INTRODUCTION

I always mention in class that the usual implementation of the idle task in a
mobile device is simply to halt the processor, usually by turning off the
system clock. ARM has been very careful to design its interrupt control
hardware so that it is completely asynchronous. Thus, an interrupt can
arrive at the CPU when the system clock is halted.

There are two ways to halt the CPU in the EP9302. The first uses the
system coprocessor. We read/write coprocessor registers using the MCR
instruction:

MCR  <copro>, <opcode1>, <Rd>, <CRn>, <CRm>, <opcode2>,

where
• <copro> is the coprocessor addressed: p15 is the system coprocessor;
• <opcode1> is the first part of a coprocessor-specific opcode: you want
0;

• <Rd> is the ARM source register, the content of which is transferred to
the coprocessor, the data transferred does not effect halting;

• <CRn> is the destination register in the coprocessor; you want register
c7, which controls the caches;

• <CRm> is another coprocessor register, the function of which is
opcode-specific, you want c0; and

• <opcode2> is a second part of the opcode: you want 4.
So far I have only copied out what’s in the ARM coprocessor manual.
What happens when this instruction is executed?

1. The CPU goes into a low power state in which it does little more than
refresh the memory.

2. According to the documentation, when an interrupt occurs the
instruction completes and an interrupt is immediately taken.

3. The link register in IRQ mode is set to the address of the MCR
instruction plus 8, so that your interrupt code can determine that this
is a waking up interrupt.

The second method of halting the processor is found not in the ARM
documentation, but in the EP9302 documentation. You read a register and
if everything else is right then the processor goes into HALT mode. When
an enabled interrupt occurs it goes back into RUN mode. The details are in
Chapter 5.
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Prior to Fall, 2010 students succeeded in halting the CPU using both of
these methods, but the CPU didn’t start again when an interrupt occurred.
One possibility, that the interrupt reached the INT input of the chip but
was masked in the CPSR, was ruled out.

B. USING THE TS7200 METHOD

The register you read is 0x80930008, which you can do in user mode.
Thus, your idle task is an infinite loop

FOREVER
    //read the register

What happens when the interrupt occurs?
1. The clock is stopped with the idle task active.
2. An interrupt occurs.
3. You save the state of the idle task.
4. You find the source of the interrupt, and process it.
5. A cascade of blocked tasks are unblocked and run.
6. Eventually all tasks become blocked again, and the idle task is made

active.
7. It immediately writes the register and once more the clock stops.

C. USING THE CO-PROCESSOR

[The following requires a little rework.]
This term Michael Spang succeeded in getting a proper response to the
interrupt. First I’ll tell you the logical way of getting the interrupt to get
the processor out of the HALT state back running again when an interrupt
occurs.

When the interrupt occurs the instruction following either MCR or
reading the HALT register is fetched. Before it executes, of course, it takes
the interrupt, so your interrupt service routine starts. It will use the value
of active to determine which task has been interrupted. What will it find
there? It depends on the environment in which you halted. Suppose you
had an idle task that does nothing but halt the processor. Then, active is a
pointer to its task descriptor. You store context in the space of the idle task,
then go on to service the interrupt. A whole bunch of stuff happens as a
result of the interrupt, and when it’s all finished the idle task runs again
executing the instruction following halt. Then, as long as you have put the
halt instruction inside an infinite loop, everything will work just fine: halt
is called again and the CPU waits for the next interrupt. There are lots of
other ways to do this, but I think that this one is the least special case-ish.
Unfortunately, it was variations on this model that failed to work in
previous terms.

Michael found a different solution. Suppose you can’t get the interrupt
service routine to run. Then you need a work-around, and there is a neat
one. Do the halt inside the kernel, and you are assured that the interrupt
will not be taken. What will be executed when the interrupt occurs is the
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instruction following halt. After halt put a pointer to a dummy task
descriptor into active, switch modes to IRQ, followed by a branch to the
start of the interrupt service routine. This is an interrupt from which you
expect never to return. When everything has died down after the
interrupt, and no tasks are ready, you head down this code path again.

There are a lot of variations on this theme. I am not even certain that I
have fleshed out Michael’s solution in exactly the way he did it. But, the
general idea is a neat work-around.


