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i. Introduction
As an example of applying Little’s Law in operational analysis, we are
going to analyse a time-sharing system, in which a finite collection of users
intermittently access a single resource. In the 1980s the single resource was
most commonly a single computer which split its time between
responding to the input of many users; today the single resource is likely to
be a web server.

Our abstraction of such a system is shown in the figure. On the left is a
collection of  users, each of whom is either thinking or waiting. When a
user has finished thinking he or she submits a request to the system and
enters the waiting state. When the system completes the request a result is
returned to the user who submitted it and the user returns to the thinking
state.
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ii. Definitions
We define the following symbols.

•  : the total number of users.
•  : the number of thinking users.

•  : average (expectation) number of thinking users.

•  : the number of users waiting for service.

•  : average (expectation) number of users waiting for

service.
•  : average number of jobs in the system.
•  : unit of time.
•  : number of requests.
•  : average service time.
•  : the load.
•  : average thinking time.
•  : throughput, number of requests per unit time.
•  : average response time.
•  : average waiting (queuing) time.
•  : utilization.

Clearly, .

It is impossible for any user to have more than one request submitted at
a time. Thus, , the number of requests in the system cannot grow

without bound, and the system is stable.

iii. Using Little’s Law
Apply Little’s Law to the system:

. (1)

Now note that we can regard the system as sending requests for users to
think, and getting back responses that are the user’s next request. Then,
we can apply Little’s Law to the users, which gives

. (2)

Note that Q, the average number of requests in the system has a different
meaning here, which is the average number of users thinking.

Now,

, (3)

which gives us the response time,

. (4)
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iv. Results
iv.a. Response Time
Because the system is stable  and

. (5)

Combining (4) and (5) we get a lower bound on response time,

, (6)

which depends linearly on the number of users and is independent of the
service time.

Of course, it is impossible to respond in less than the service time, so
there is another lower bound of the response time,

, (7)

which depends linearly on  and is independent of .
Using these two lower bounds it is possible to draw the two graphs

immediately below. In the graphs the shaded areas show the regions of

possible solution.  The crossing points of the two lines occur at

. (8)

iv.b. Throughput
When a request is submitted we can separate the time until it is completed
into two components:

• the service time, in which the system is working on it, and
• the waiting time, in which it is waiting for the system to be available.

That is, .
Consider a time line for one user ( ), with  and .

Clearly, , ,  and .
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Now, consider a time line for two users ( ). Clearly, if the phase is

correct we can insert the second user without either user needing to wait.
(Exercise for the reader. Consider the time line when the phase is wrong
and show that the phase gets right after one cycle.) In this case, ,

,  and .
Now, consider a time line for three users ( ). Clearly, if the phase

is correct we can insert the third user without any user needing to wait.
(Exercise for the reader. Consider the time line when the phase is wrong
and show that the phase gets right after one cycle.) In this case, ,

,  and .
Finally, consider a time line for four users ( ).  The fourth user

deprives the first user of his normal slot, and the first user must wait
before service begins. We are now seeing the effects of the upward sloping
lower bound. In this case, , ,  and . Notice
that the system remains stable because users are required to wait, and as
users are added the system stays stable while users wait longer and longer.

(Exercise for the reader. The values of the various metrics given above
are easy to read from the time line. Derive them from the equations given
in the earlier sections.)

You probably noticed that throughput, , increased for a while, then
stopped increasing. At first it is limited by the number of users requesting
service; later it is limited by the limit on utilization. We should be able to
derive algebraic expressions for these limits, and, no surprise, we can.
Utilization is defined as , and . Therefore,

. (9)
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In addition, . The result of these two limits is shown in the
following diagram.

Exercise for the reader. The equations are all inequalities, but the time
lines showed results lying right on the (good) limits of the inequalities. You
know that the real world is always worse than the theoretical world we
discuss in class, and indeed you will discover that when you measure the
real world that we rarely, if at all, manage to achieve the optimal results.
Why?
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