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Analysis of Variance (ANOVA)

Bill Cowan

I  Introduction

These notes are a summary of what I have taught in class, with the mathematical details filled in. Everything
here you can find in the text, but here there are no examples intermingled with the mathematics, and what
is presented is limited to what I taught. You can consider the notes as intermediate between the lectures and
the text, and I suggest that you use whatever you find easiest to learn from. They mostly follow the
terminology of the text.

II  Experiment Design

II.1  Terminology, Notation
The terminology below is not exactly what I consider to be standard. It follows the book as exactly as is

reasonable, and it’s what will be used on assignments and exams in the course. In your ‘afterlife’1 you are
likely to see terminology that is very similar but not exactly the same. If there were a standard terminology
that crosses all fields I would give it to you, but unfortunately there isn’t.

Response Variable. This is the variable that you measure in an experiment or simulation, denoted by with

whatever subscripts are needed to identify uniquely the conditions under which it was measured. There may
be more than one response variable in an experiment. When there is more than one we usually analyse each
one independently of the others, as if it had been the only one measured.

Error. Each time a response variable is measured we assume that there is measurement error added to the
measurement. The error on one measurement is assumed to be independent of the error on every other
measurement. We denote error by  with enough subscripts to uniquely determine the condition under

which it was measured.

Factor. A parameter that is adjusted by the experimenter. Factors are often called dependent variables. We
denote factors by upper case roman letters: .

Level. In an ANOVA each factor is preassigned a set of discrete levels. The response variable will be
measured for experiments having each of the levels of the factor. We denote levels by lower case Roman
letters: .

Explanatory Variable. There is an explanatory variable for each level of each factor and for possible
interactions. These are denoted by Greek letters, subscripted to indicate the level or interaction: or .

Experiment. ‘Experiment’, as used in the textbook, means one or more measurements of the response
variable(s) for a specific set of levels, one for each factor.

Replication. The repetition of a measurement in an experiment. We use to denote the number of times the
response variable is measured in an experiment. Experiments with more than one replication are often
called repeated measures experiments in the statistical literature.

1. Prof joke for the period of your life between leaving the university and the end of your life.
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Design. A collection of experiments that are analysed together. In the ideal world of experiment design
textbooks, such as Day (1971), an experiment is designed along with all analysis that will be performed on
the results, then run, after which the previously designed analysis is done. Formally this is the only thing that
is correct, but a lot of what we do in life is informal.

Summation. The textbook uses two summation notations that are common in statistics.
1. Where a dot appears in a list of indices summation over the index in the position of the dot is implied.

Thus, for response variable

 and .

2. When a bar occurs over an expression containing a dot, the summation is normalized. Thus,

 and ,

where  is the number of levels in factor A, and  is the number of replications. For the most part I write
out the summations, but you should be familiar with the dot notation for summation.

Indices. One of the uglier things done by the textbook is switching indices between one- and two-factor
ANOVA. That is, in one-factor ANOVA the indices are with ranging over the replications from 1 to

and  ranging over the levels of factor A from 1 to ; in two-factor ANOVA the indices are  with

ranging over the replications,  ranging over the levels of factor A, and  ranging over the levels of fact B

from 1 to . This inconsistency is too much for me to stomach and the notation in this document remains
consistent over zero- one- and two-factor ANOVAs. That is, I follow the text in one-factor analysis, and use
a consistent identification in two-factor analysis:  for replications,  for factor A and  for factor B.

Random Variable. If you saw this material in a statistics course, the results in these notes would be justified
using random variables, variables that take on a random value from a distribution, and that define other
random variables that take on random values from other distributions. I am not doing that in what follows
for the sake of simplicity, so that many of the statements I make are only almost true on the basis of the
arguments given. Suffice it to say they can all be given perfectly rigorous derivation using random variables.

Statistical significance. In any statistical test it is customary to choose, preferably in advance of doing the
experiment, an acceptable probability of finding an effect when none is present. This quantity is known as
the significance level. When the computed F-score exceeds the tabulated F-score in a table with the desired
level of significance, the result is considered to be statistically significant. Disciplines and applications vary in
their desired, or customary, significance levels. For example, in psychology results significant at the 10% level
are known as marginally significant, results significant at the 5% level are known as significant, and results
significant at the 1% level are called highly significant.

Engineering significance. When all your analysis is finished you have a statistically significant effect of a certain
size, given by a parameter like . What do you do with this number? You consider it in the context of the

system you are evaluating and ask if it makes a difference or not. It’s only possible to give more detail by
example. Suppose, for example, you find that system performance varies by ten milliseconds as you vary a
factor, and that the variation is statistically significant. If this were a transaction in an e-commerce system,
which occurs every thirty minutes for each user on a system that has on average thirty users, with the
transaction taking fifteen seconds, the variation is almost certainly uninteresting from an engineering point
of view: your experiment or simulation shows that this factor is not important. On the other hand, if this is
a DNS query taking on average twelve milliseconds on a system providing web service for hundreds of end
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users, the engineering significance of optimizing this factor is great, and your experiment probably shows
how to obtain better service.

These examples are clear-cut: more often you will find values in between, and you will have to exercise
your judgement. Remember, however, that you consider engineering significance only for factors for which
the experiment shows statistical significance. If the variations you observe have engineering significance but
the experimental results are not statistically significant you have to go back and improve the experiment:
cleaning the execution environment of the system, perhaps, or increasing the number of replications.

II.2  Assumptions

Linearity. Analysis of variance assumes that models are linear, such as . That is, the

effects analysed add linearly, and the error is additive. Sometimes it is possible to linearize non-linear models,
more often not.

Normality. Analysis of variance assumes that the error term is taken from a Gaussian (or normal) distribution.
This assumption is reasonable because the error is usually the result of many small, random effects adding
together. The Central Limit Theorem tells us that the sum of a large number of random variables, each
having finite mean and variance, is a distributed by a Gaussian distribution. The use of the F-distribution for
significance testing is a direct consequence of this assumption, so if it is believed that the normality
assumption is incorrect, which it is for self-similar error distributions, then it is essential to use a different
method of statistical analysis than the one described here.

Independence. Analysis of variance assumes that the error terms on different replications and on different
experiments in the set to be analysed together are independent of one another.

II.3  Why Experiments are Performed
One reason lies in the conventions of academic discourse, which have roots in the early years of the Royal
Society and the practices of Robert Boyle (Shapin, 1996). Referees expect experiments as part of the
argument for certain types of scientific claims, and authors must conform to the conventions of scientific
publication, which include the expectations of referees.

More interesting cases occur in the design and analysis of real-world systems in which a three stage
process is usually followed.

Intuitive Analysis. The initial design of a new system is normally based on the past experience of the designer.
What has worked in the past is combined with rough ‘back of the envelope’ calculations to produce a
preliminary design. There are usually a variety of open questions having to do with system performance that
remain when the preliminary design is complete. The designer requires a more controlled quantitative
analysis of the preliminary design in order to fill in the details. Most often this analysis is performed by
building a simulation of the preliminary design, on which experiments are performed. Many questions are
answered by intuitive inspection of results of the simulation using input chosen ad hoc. Other questions
remain open, and must be answered by more formal experimentation.

When a system is having performance problems an analysis of the system always starts with the system
logs, in which the analyst searches for instances of unsatisfactory performance, and examines aspects of
system state that accompany the unsatisfactory performance. Most often this informal analysis reveals a fairly
obvious cause of the unsatisfactory performance. When this occurs the analyst reconfigures the system to
remove the cause and observes the system in service to find out whether bad performance continues. When
the bad performance disappears, which is the most common case, nothing more need be done. However,
sometimes there is no obvious cause that solves the problem, but a variety of possibilities. In this case
experiments are necessary. Sometimes doing the experiments is as easy as adding experimental trials to the
system while it is in service; sometimes the experiments can be done by taking the system off-line for a
while and feeding it controlled input; sometimes there is a backup system on which experiments can be
done; and sometimes a simulation must be created.

yijk µ α j βk eijk+ + +=
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Diagnostic Experimentation. When the problem is not solved in the first stage of analysis the result is usually a

collection of possible causes, and the analyst needs an experiment to isolate the relevant cause or causes.1

The experimental designs and data analysis techniques discussed in this document are designed for
diagnostic experimentation. In this stage the analyst has candidates and wishes to isolate the ones that are
related to the problem or limitation. These candidates are the factors of the experiment. Here we assume
that the number of candidates is not too small and not too big, which means in a range between four and
twelve. The number of levels of each factor is usually two, cache on versus cache off, for example, or big
memory versus small memory, and is rarely bigger than three.

The result of diagnostic experimentation is usually three or fewer factors, which makes it possible to
design an experiment with more levels of each factor, so that estimation of capacity based on the expected
load is possible. When deciding which factors to include pay close attention to the distinction between
engineering and statistical significance (§ II.1). A factor that is statistically significant, but not big enough to
change the system performance beyond normal engineering tolerances should be rejected. A factor that
appears to have effects that are important for engineering the system, but which is not statistically significant
requires a better experiment.

Experimentation for Estimation and Sizing. After the important factors have been identified using diagnostic
experimentation it is often necessary to perform a second type of experiment, different in structure from the
first, to get numerical estimates for system design or upgrade. These experiments assume that the diagnostic
experiments have identified a small region of the configuration space as being the source of the limitation or
problem. The analyst at this point wants to obtain quantitative estimates of system performance as values of
the factors move away from the problem region. For example, if memory needs to be increased the analyst
wants to know how performance varies with memory. Or if the problem is the result of insufficient memory
combined with inadequate disk bandwidth, the analyst wants to know how bandwidth and memory trade
off as performance improves. Such question can be answered only by performing experiments in which
response is measured for many levels of the importance factors. Simulations are almost always the tool used
for performing such experiments, perhaps with a few test runs on a real system to ensure that the simulation
matches the real system adequately.

When estimation of parameters is the goal ANOVA is not usually the method of choice for data analysis.
The methods taught in elementary statistics, specifically T-tests and regressions are usually appropriate. We
assume that students of CS457 are familiar with these techniques.

II.4  Types of Design

Full Factorial Designs. The simplest, and most common, type of design is the full factorial design. Such a
design has several levels for each factor and measurements are made for all combinations of levels. Each
combination of levels is usually called a cell. If the number of levels for factor is , then the total number

of measurements must be a multiple of . The multiple is the number of replications, which is the

number of times each combination of levels is measured. The number of replications is the number of data
points in each cell.

Most commonly, when we do a full factorial design, we have in mind a collection of factors that might or
might not have an effect on the value we are measuring. Under these conditions we most often have two
levels for each factor, which minimizes the amount of measurement per factor. After we have discovered
which factors do not affect the measurements it is normal to collapse across those factors, reducing the
number of cells and increasing the number of data points per cell.

1. When a system is being designed the designer is usually looking for aspects of the design that limit
performance. During intuitive analysis the designer’s intuition provides the answers. However, when
intuition cannot decide among several candidates diagnostic experimentation is needed.
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Choosing the levels for each factor is difficult, more an art than a science. It is possible that there is an
important effect from a factor, but because you choose the levels too close together that affect is not
measurable in the data. On the other hand, if you choose the levels too far apart it is possible that you are
pushing the system into states where its behaviour is anomalous, where you will conclude that there is an
effect but it’s not an effect that should interest you.

Partial Designs. In some disciplines where statistics is used extensively, each data point is very costly to obtain.
The canonical example is agriculture, where half a year is required because the crop must be planted,
allowed to grow, and then harvested before the data point is available. In this example shortage of similar
land often limits the overall size of the experiment. Psychological experiments, which require human
subjects, have similar problems. To handle such cases more effectively, statisticians have devised many
methods for creating experiments that are subsets of a full factorial design. They are called partial designs,
and discussion of them goes beyond the scope of CS457.

In any case, experiments relevant to this course are easily replicated, simply by running the simulation a
few more times. Therefore, partial designs are unlikely to be relevant to your experiments.

III  Zero-factor Analysis of Variance

Statistics textbooks do not talk about a zero-factor analysis of variance, because what it does, estimate the
mean of a collection of data, is more simply done by the t-test. We do it here to show part of the pattern of
analysis of variance. That is, the essence of the next few section is that we do three different instances of
analysis of variance, each showing another aspect of the technique. In fact, the estimation and removal of the
mean is normally a pre-treatment of the data before many-factor analysis of variance. Some statistics
packages give the mean, usually calling it the constant and giving the variance it removes, so one thing this
treatment does is show you how the constant is calculated and what it means in case you are using a package
that provides it.

III.1  The Basics

When you do a zero factor experiment you simply measure the response variable  times. In a zero-factor
experiment there is one statistic,

.

We use this statistic to formulate two hypotheses.
1. The best model to fit the data is .

2. The best model to fit the data is .

Analysis of variance is used to choose between the two hypotheses. The idea is that any time we introduce
an extra explanatory variable the remaining variance in the data decreases, even if the data is purely random,
in which case the explanatory variable is bogus.

How is the analysis done? First notice that the definition of  implies a constraint,

(1) .

We then calculate the total variance in the data:
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which has a chi-square distribution. This variance can be split into two parts:

,

where the cross term (the middle term in the third expression above) is zero because of the constraint. This
equation splits the variation in the data into two parts, variation caused by a possible explanatory variable, in
this case , and the remaining variation, which is assumed to be the result of experimental error.

III.2  Degrees of Freedom
Analysis of variance is based on three intuitions.

1. If the data is random, hypothesis 1, SS0 will be small compared to SSE, and if there truly is a non-zero
mean, hypothesis 2, SS0 will be large and SSE will be small.

2. If there are lots of data points a large SSE will occur just because we did lots of replications.
3. If there are lots of explanatory variables a large SS0 will occur just because there are lots of adjustments

that can be made each of which increases.
Creating an analysis that satisfies the second and third intuitions requires us to count degrees of freedom.

In the data the number of degrees of freedom is the number of data points,  in the present case. In the
second model there is one degree of freedom, coming from the explanatory variable. We attribute the
remaining degrees of freedom  to experimental error, which is appropriate because there is one
constraint, (1), which removes a degree of freedom.

III.3  The Analysis
Dividing the partitioned error by the number of degrees associated with it, we form the ratio

.

This quantity has an  distribution. We expect it to be big when hypothesis 2 is true, and small
when hypothesis 1 is true. Tables of the F-distribution are given in appendices A.6, A.7 and A.8 of the
textbook. If, for example, you are willing to tolerate being in error 5% of the time, then you should
conclude that hypothesis 2 is true whenever the  you calculate is greater than the number you find in A.7.

IV  One-factor Analysis of Variance

The one-factor analysis of variance is the simplest case. It illustrates the estimation of effects for each level of
the factor, the counting of degrees of freedom and how to partition the variance.

IV.1  The Basics

In a one factor study with levels of the factor, experiments are done one with each value of the factor.

In each experiment the response variable, , is measured  times: that is  and . This

time we want to ask whether or not varying the factor changes the response. For each level of the response
variable there is a statistic

,

which is the best estimate for the change in response caused by choosing the th level of the factor. For the
data set as a whole there is a statistic

.
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We use these statistics to formulate two hypotheses:
1. The best model to fit the data is .

2. The best model to fit the data is .

Associated with these choices are two families of constraints:

,

and

(2) .

Because  is a free variable (2) is actually  constraints, one for each value of .
We now break the variance into four parts

,

where the cross terms are zero because of the constraints.

IV.2  Degrees of Freedom
We can count the degrees of freedom most easily in a table. You should be able to calculate each of these
numbers by taking into account the constraints listed above.

IV.3  ANOVA Table
As in the zero-factor calculation we form a ration between the error accounted for by the factor and the
error remaining, with degrees of freedom taken into account. The result is an F-score, which is compared to

Data

Constant 1

Data with constant
removed

Factor A

Error
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the value in a table to determine significance. It is normal to do the calculation in tabular form, using a
layout that is pretty standard.

Notes.
1. I have deviated slightly from the naming used in Table 20.7 in the text.
2. . It is normal when constructing the ANOVA table to break out this quantity as

the basis of further calculation
3. The F-score is chosen from a table that matches the level of significance desired.
4. It is impossible to stress too heavily that statistical calculations, including ANOVA, are numerically

unstable on many data sets. Doing the calculations for yourself, as we require in Assignment 2, is good
for learning. But when you are doing statistical analysis and your career is on the line it is essential to
use a well-implemented statistics application.

5. The Percentage of Variation column plays no role in the calculation. It is there for a sanity check.
6. If we wonder whether or not the constant, , is significantly different from zero we could fill in the

rest of the row for the constant. Some statistical packages do this in their default layout for ANOVA,
some don’t.

IV.4  Spreadsheet Layout

IV.5  What does a One Factor Analysis of Variance Tell You?
When a one factor ANOVA has a statistically significant result, you know that at least one level has a
coefficient different from zero. It is common to graph in some way the predicted values, which are ,

to see if you can see a pattern in them. The predicted values are the best predictions, in a least squares sense,
for the value of the response variable for a given level of the factor.

Post hoc tests
What the ANOVA does not tell you is whether or not the effect produced by varying the factor matters

in the evaluation or not. That is, analysis of very clean data is capable of finding very small differences that
are statistically significant but have no practical importance at all. Your engineering judgement in the
context of the application served by the system is needed to determine whether or not your result indicates
that actions should be taken to alter the system.

Component
Sum of
Squares

Percentage
of Variation

Degrees of
Freedom

Mean
Square

Computed
F-score

F-score from
Table

SSY

Constant, SS0 1

SST 100

Factor A SSA

Error, SSE
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V  Two-factor Analysis of Variance

The two-factor analysis of variance introduces interaction between factors, which occurs when the effect of
the level one factor depends on the level of the other factor. Simple performance results come from adding
the effects of several factors without considering interactions. More subtle results come from the
interactions, which may require substantially more replications because of the increased number of degrees
of freedom.

V.1  The Basics
A two factor analysis of variance introduces the concept of interaction between factors. If the two factors are
A and B, respectively having  and  levels, then we will model the data by

.

Note. Here we diverge from the book, which uses as the replication subscript for one factor ANOVAs and

 as the replication subscript for two factor ones. For more details see §II.1.
The values given to these parameters are

,

, ,

and

.

These definitions produce the constraints:

, which is one constraint,

, which is one constraint,

, which is  constraints,

, which is  constraints, and

, which is  constraints.

(If these expressions are not obvious, you should, as an exercise, work them out using the methods of §IV.1.)
When we count up these constraints it is important to note that the third and fourth sets of constraints

double count the constraint , so we have over-counted the number of constraints by 1. Thus,

the total number of constraints is .
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V.2  Degrees of Freedom
We can count the degrees of freedom most easily in a table. You should be able to calculate each of these
numbers by taking into account the constraints listed above.

V.3  The Interaction
When there is only one replication there is only one replication per cell it is impossible to test the
significance of the interaction term. You can see this by counting degrees of freedom: when they are
counted up there are no degrees of freedom left for the error, as is obvious in the above table. The
calculations yield a variety of zeros and infinities, which should tell your spider-sense that it is dangerous to
proceed. The solution, as always, is more replications.

V.4  ANOVA Table
As in the zero-factor calculation we form a ratio between the error accounted for by the factor and the error
remaining, with degrees of freedom taken into account. The result is an F-score, which is compared to the

Data

Constant 1

Data with constant
removed

Factor A

Factor B

Interaction AB

Error
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value in a table to determine significance. It is normal to do the calculation in tabular form, using a layout
that is pretty standard.

Notes.
1. I have suppressed two columns to make the table (almost) fit the page.

V.5  Spreadsheet Layout

V.6  Generalization to  Factors

Higher Order Interactions.

Replications.

Collapsing the Design.

V.7  What does a Two-Factor (or -Factor) Analysis of Variance Tell You?

When one factor in a two-factor ANOVA has a statistically significant result, we call this a main effect. It
means that at least one of its levels has a coefficient different from zero. This test is not quite as hard to pass
as the same test in a one-factor ANOVA. Thus, it is common to test the main effects individually to make
certain that you are not seeing the effect of non-significant factors spuriously reducing the error sum of
squares. This is not much of a problem in two-factor designs, but can be a problem when there are many
factors.

A common strategy is the following. Do a one-way analysis of variance including all the factors in your
experiment. Remove from the analysis all factors that do not have a significant effect, and collapse the data
across those dimensions. You now have an experiment with fewer cells, often a lot fewer, and with several
data points per cell. (Exercise for the reader. Give a mathematical formula that gives the number of data
points per cell in terms of the number of levels in the dropped factors.) This is often called collapsing the
analysis.
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Post hoc tests.
It is common to graph in some way the predicted values, which are , to see if you can see a

pattern in them. The predicted values are the best predictions, in a least squares sense, for the value of the
response variable for a given level of the factor.

What the ANOVA does not tell you is whether or not the effect produced by varying the factor matters
in the evaluation or not. That is, analysis of very clean data is capable of finding very small differences that
are statistically significant, but should neglected because the size of the effect is insignificant compared to the
performance requirements of the system taken as a whole.
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