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i. Administrativia

Due date and time. During the first five minutes of class: 13.30, 5 April,
2010. Late assignments must be handed in to the TA or the instructor, in
person.

Hand in. The answers should be prepared using a word processing
program, preferably LaTeX, with a neatly printed copy handed in.* These
answers should answer the questions given at the end of the assignment,
using the results of your simulation, suitably analysed.

Using the submit command, you should hand in a readme file
describing how to run your executable, plus MD5 checksums for all the
files in the directory that holds your source code and executable. We use
these checksums to determine whether or not the files have changed since
the hand-in time, so if you change one before the deadline resubmit, and
do not change any after the deadline.

Questions and Clarifications. Please address questions and requests for
clarification to the newsgroup, uw.cs.cs457, or to the TA at
cs457@cgl.uwaterloo.ca.

ii. Introduction
ii.a. Services
The system you will simulate provides two services.

1. It packages up sound emitted by the user for transmission to other
remote users. This is essentially one half of the duplex channel that
connects one telephone to another when a call is in progress. The
other half of the duplex channel, which receives digital data from
another caller and converts it into sound is not included in the model
system because it adds complexity without introducing new concepts.

* Presentation and ease of reading/understanding have an unquantifiable, but
unquestionably large, influence in marks awarded.
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2. It runs applications, which use the speaker and the screen to provide
information to the user who supplies new requests in response to
updated information.

ii.b. System
These services are provided by four servers:

1. a CPU, which does most of the work, including communicating with
the ground station,

2. a Codec, which is a DSP that converts sound to digital data and digital
data to sound,

3. a GPU (graphics processing unit) that converts digital data, which
may include algorithms, to screen images, and

4. a user, who emits sound during a phone call, and who processes
sound and images into actions.

We abstract away the ground station in the simulation. The servers and
there connectivity are shown in the diagram below.You will notice that
just below the user is a ghost. It’s there because the user has two very
different functions.

Queue

CPU

Queue

Codec

Queue

GPU

User

Ground station

Queue

Ghost



cs457: w10 – Assignment 3

April 2, 2010 6:20 pm 3 / 10

1. The user decides at unpredictable times to initiate phone calls or to
start applications. In this role the user is like the source of requests in
an open system.

2. The user engages actively in phone calls or applications, by sending
requests (commands) to the CPU which responds by sending requests
to the GPU or codec. In this role the user is like the thinker in a closed
system.

The ghost has no purpose except to remind us of these distinct roles. In
fact, the ghost does not appear in the simulation: it is just the exponentially
distributed source of requests that occurs in every open system.

ii.c. Implementation
Here is a brief description of how the system works.

ii.c.1. Phone calls

First consider the ghost initiating a phone call.
1. The ghost puts an Arrival event containing a connexion request into the

event set.
2. When the (Arrival, connexion, 1) event occurs,

a. the ghost puts an Arrival event containing a teardown request into
the event set, and

b. the connexion request is enqueued at the CPU.
3. When the connexion request (2.b) is dequeued,

a. a Departure event containing the connexion request is put into the
event-set.

4. When the (Departure, connexion 3.a) event occurs,
a. an Arrival, connexion event is put into the event-set, and
b. the connexion request is enqueued at the user.

5. When the connexion request (4.b) is dequeued,
a. a Departure event containing the connexion request is put into

the event-set.
6. When the (Departure, connexion 5.a) event occurs,

a. the connexion request is enqueued at the codec.
7. When the connexion request (6.a) is dequeued,

a. a Departure event containing the connexion request is put into
the event-set.

8. When the (Departure, connexion 7.a) event occurs,
a. nothing happens. The request has been fulfilled by the codec

transmitting the packet it created from the user’s sound.
9. When the (Arrival, connexion, 4.a) event occurs,

a. the connexion request is enqueued at the CPU, and
b. we continue from 3.

10. When the (Arrival, teardown, 2.a) event eventually occurs
a. all requests being serviced, all requests that are queued, and all

pending events that are part of the call are removed from the
system, and

b. the ghost puts an Arrival event containing a connexion request
into the event set.
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The phone call is complete.
The sequence of requests that flow from the CPU through the user to

the codec during a phone call (4.a in §ii.c.1) may be mysterious. This
stream of events models, not very well, the mapping of sound to packets in
digital telephony. Sound input from the microphone of a telephone varies
hugely in density: sometimes it is possible to put as little as few tens of
milliseconds into a packet; sometimes, especially with noise cancellation,
as much as a few seconds. This variation is modelled by having a new
request generated in the CPU each time a request leaves the user to the
codec. The processing time of connexion requests in the CPU, system
parameter, 1, generates this variability.

ii.c.2. Applications

Next consider the ghost starting an application.
1. The ghost puts an Arrival event containing a next request into the

event set.
2. When the (Arrival, next, 1) event occurs,

a. the ghost puts an Arrival event containing a stop request into the
event set, and

b. the next request is enqueued at the CPU.
3. When the next request (2.b) is dequeued,

a. a Departure event containing the next request is put into the
event-set.

4. When the (Departure, next 3.a) event occurs,
a. with probability *, the next request is enqueued at the codec,

and
b. with probability , the next request is enqueued at the GPU.

5. When the next request (4.a) is dequeued,
a. a Departure event containing the next request is put into the

event-set.
6. When the next request (4.b) is dequeued,

a. a Departure event containing the next request is put into the
event-set.

7. When the (Departure, next 5.a or 6.a) event occurs,
a. the next request is enqueued at the user.

8. When the next request (7.a) is dequeued,
a. a Departure event containing the next request is put into the

event-set.
9. When the (Departure, next 8.a) event occurs,

a. the next request is enqueued at the CPU, and we continue from 3.
10. When the (Arrival, stop, 2.a) event eventually occurs

a. all requests being serviced, all requests that are queued, and all
pending events that are part of the application are removed from
the system, and

* All parameters are written in bold-face sans serif. See §ii.e.
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b. the ghost puts an Arrival event containing a next request into the
event set.

The application is complete.

ii.c.3. Implementation Comments

1. The phone call and the application circulate different ways in the
   system.
2. There can be only one application request at a time, but there can be

more than one connexion request at a time.
3. Serial numbers are essential for data analysis.

a. Associate one with all the events/requests for each phone call.
b. Associate one with all the events/requests for each application.

4. Times of events that begin and end applications and phone calls
should be exponentially generated, not necessarily with the same
average arrival rate.

5. Times of most departure events should be generated from normal
distributions, the mean of which is the average service time for that
event type and processor.

6. It is easier to discard data from a too-extensive log than it is to create
data from a too-skimpy one.

7. Start with two events in the event queue. What should they be?
8. Make certain that the number of requests in each server is

consistently defined.
9. The pattern

a. initiation of an activity occurs in an open system
b. continuation of the activity occurs in a closed system

is commonly encountered in interactive systems. This is easier if we
conceive of the user as having a ghost, who initiates the activity, while
the user continues the activity.

ii.d. Metrics
There are two obvious classes of metrics that might interest us. The first is
throughput, of the sound channel during telephone calls and of the next
circuit during application execution. These are closely related to response
times, the amount of time between when sound starts to leave the user
and when it exits the codec, and the amount of time between when the
user commits an action during an application, and when the response to
that action appears.

The second is utilization. Lower utilization of the CPU, codec and GPU
is good because it indicates either that we can lower the capability (and
cost) of these components. Higher utilization of the user is good because it
means that less time is spent waiting.

ii.e. Parameters
The behaviour of the system is partially determined by its structure, which
is described above, and partially by a collection of parameters, which are
written in bold sans serif, and described in this section.
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ii.e.1. Workload parameters

There are four obvious workload parameters:
1. , the average rate at which phone calls are initiated, which is the

inverse of the time between the end of one phone call and the
beginning of the next,

2. , the average rate at which phone calls are ended, which is the

inverse of the average length of a phone call,
3. , the average rate at which applications are initiated, which is the

inverse of the time between the end of one application and the
beginning of the next, and

4. , the average rate at which applications are ended, which is the

inverse of the average amount of time spent with an application.
All these parameters are distributed by exponential distributions.

ii.e.2. System parameters

If we consider the user as a server equivalent to the other three servers,
which produces the simplest implementation, then there are twenty-one
system parameters:

1. , the mean and standard deviation of the service time for the

CPU servicing an arrival, connexion request.
2. , the mean and standard deviation of the service time for the

CPU servicing an arrival, teardown request,
3. , the mean and standard deviation of the service time for the

CPU servicing an arrival, next request,
4. , the mean and standard deviation of the service time for the

CPU servicing an arrival, stop request,
5. , the mean and standard deviation of the service time for the

user servicing a departure, connexion request,
6. , the mean and standard deviation of the service time for the

codec servicing a departure, connexion request,
7. , the mean and standard deviation of the service time for

the CPU servicing a departure, next request,
8. , the mean and standard deviation of the service time for the

codec servicing a departure, next request,
9. , the mean and standard deviation of the service time for the

GPU servicing a departure, next request,
10. , the mean and standard deviation of the service time for the

user servicing a departure, next request, and
11. , the probability that a departure next request will go to the codec

rather than the GPU.
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The first twenty (20) of these are parameters of log-normal distributions
from which service times are sampled; the twenty-first is the parameter of
a Poisson trial.

iii. Exploring the Simulation
At this point I assume that you have a working simulation, that you have
kicked its tires and driven it around the block to make certain that it is
reasonably solid. Going from here to an experiment that tells you
something interesting is a three stage process.

In the first stage you throttle back the simulation and investigate the
system at low load to make certain that your basic intuitions about the
system are sound. Here is a systematic approach to acquiring a basic
understanding.

Note . You need to have logs produced and savable, and to have
rudimentary log analysis scripts available in this stage. It is common to
develop them as you proceed, but it is important to have them in good
shape by the end of exploration.

• Think about the system. It has, in effect, two activities, running
applications and making phone calls. When running an application,
the system is closed. A single request passes around the system,
visiting servers sequentially. The user response to the system is likely
to depend most strongly on response time.
When making a phone call the system is effectively open. Requests
enter the system at the CPU, and pass through the user to the codec,
where they leave the system. The response time of the system is likely
to depend strongly on the number of such requests in the system.

• For each activity identify the parameters that you think are likely to
affect the metrics that users care about. Set up system parameters so
that only one activity runs at a time, varying the system parameters to
see how they affect the metrics.*

In doing this exploration start with very low system loads and
gradually increase them. Pay attention to utilization in addition to the
other metrics.

• Now that you understand the activities in isolation, it’s time to
consider how they might interact with one another when they are
running simultaneously. Think first about static interactions, how one
activity blocks another one merely by having requests sitting in a
queue. Then think if there might be dynamic interactions, where
counter-rotating requests trip over each other at more than one
server.

* I started this by running short widely spaced applications/calls, comparing
the event log to the metrics. When I thought I understood what was
happening I went on to longer, more demanding applications/calls, looking
for parameter values that produced swings in performance.
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Explore the task interactions to discover if your thoughts are correct.
To do this run two activities. My technique is to start with them short
and far apart in time, then to gradually increase their lengths and
frequencies until they begin to interact with one another, looking at
logs and metric summaries to make certain that you understand what
is going on.

• It is natural that a few residual bugs surface at this stage. Make certain
that you extinguish them thoroughly at this stage because you don’t
want to meet them later.

iv. Designing the Experiment
You are now ready to design the experiment. You do this in three stages.

iv.a. Dependent Variables
First choose the dependent variables you want to measure. Running the
simulation you will measure these values for different levels of the factors.

iv.b. Factors
The system has a large number of parameters. From your exploration you
should have identified a reasonably small number of them that you think
cause system performance to vary strongly. These are your factors, which
are the independent variables of your experiment.

Each factor must have a set of levels. Choose a set of levels for each
factor. It is important to choose a set of levels over which performance of
your metrics varies.

You can now size your experiment. The total number of conditions* in
the experiment is the product of the number of levels for each factor.

.

You will need to run each condition the same number of time, the number
of repetitions. The total number of runs you need to make is the number
of repetitions times the number of conditions.

Multiply the number of runs by the running time for each run to get the
running time for your experiment. It is common to call each run a trial,
which I will do for the remainder of this document.

iv.c. Data analysis
What you have designed is a complete factorial design, which you will
analyse by analysis of variance.

iv.d. Parameters that are not Factors
Parameters that you did not choose as factors must have values or the
simulation will not run. You need to choose ‘typical’ values for these
parameters.

* The number of conditions is the same as the number of cells in your analysis.

N conditions( ) N levels of factori( )

factor i

N factors( )

∏=
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v. The Pilot Experiment
You are now ready to do a pilot experiment.

1. Set up a collection of scripts that run a complete set of trials, but with
only a single repetition per trial. Ideally these scripts produce the logs,
run further scripts that extract data from logs, and put the
summarized data into a spreadsheet previously programmed to do
the analysis of variance. In fact, experimenters normally build up
these scripts during the pilot experiment.

2. Run the scripts, and examine the analysed data. Very likely you will
see surprises: some because there are bugs in the scripts, some
because you made mistakes in choosing values for your design.

3. Iterate until you are confident that your scripts are working.
4. Iterate until you have a set of levels that show the results you think are

important.
It is normal for the pilot phase to be 80% to 90% of the time spent after
your design is complete.

vi. The Experiment
The experiment is now easy to run. Change your scripts so that they
perform the number of repetitions you desire, and execute them.

vii. Questions to be Answered
vii.a. Exploration

i. When and where did you notice instability in the simulation? What
did you identify as your preferred, most reliable indicator or
instability?

vii.b. Design
i. What metrics did you choose as dependent variables? Explain why

you think these metrics well describe how well the system realises its
objectives.

ii. What factors did you choose as independent variables? Explain why
you chose these factors, referring to things you saw when you were
exploring the system, and in the pilot experiment.

iii. What levels did you choose for the factors? Explain why you chose
these levels, referring to things you saw when you were exploring the
system, and in the pilot experiment.

iv. What did you consider when choosing values for the parameters?
Refer to what you observed during the exploration phase and in the
pilot experiment.

vii.c. The Pilot Experiment
i. Describe how the design of the experiment changed during the pilot

phase. Refer to specific mistakes that you identified in the design, and
the results you saw in the experiment that helped you identify the
mistakes.
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vii.d. The Experiment
Finally you need to create a report of the experiment. It should contain the
following sections.

vii.d.1. Introduction

Describe what you were trying to find out about the system.

vii.d.2. Methodology

Necessary in normal reports, unnecessary here because I gave you the
methodology.

vii.d.3. Implementation

Overall structure of your implementation, including the scripts for
extracting and summarizing data from the logs.

vii.d.4. Experiment Design

Dependent and independent variables, levels, values of parameters: usually
in the form of tables with explanations that point out important decisions
you made.

vii.d.5. Analysis & Results

Describe why you chose to include some interactions and not others.
Provide ANOVA tables, indicating statistical significance and numbers you
think have engineering importance.

vii.d.6. Discussion

Interpret the results, which means describing how you think they are
relevant to the system you investigated. This is the place where you would
usually point out fundamental problems and give suggestions for solving
them.

Hint. This seems like a lot, and would be if you put in all the boilerplate.
However, I expect the ratio of analysis to words to be high. The previous
questions tell you the sort of things on which I expect you to focus your
answers. A lot of tables and well-focussed commentary is likely to be the
solution that yields the highest ratio of marks to effort.

Note. Feel free to run the answers to questions into your report if you
wish. It makes something that is a lot nicer to read. Indicate in parenthesis
when material is relevant to a specific question.


