
CS457 : WINTER 2010

EXAMPLE 1 : A MULTI-SERVER SYSTEM

BILL COWAN

UNIVERSITY OF WATERLOO

January 10, 2010 4:48 pm 1 / 3

1. Introduction
In class we have been talking about an electronic commerce system, which
I have called Amazon.com. Our objective has been to look at the system
from outside, saying, ‘If a web merchant interface has such-and-such a
capability, accepting payment, for example, how does that translate to the
structure of the system providing the capability, secure transactions with
an off-site secure server, most likely run by a financial services provider?’
Our goal has been to obtain, as intuitively as possible, two general insights.

1. We necessarily study a system simpler than the real-world system,
created by abstracting away inessential details of the real-world
system. Forming an effective abstraction is an art, not a science,
guided by an assertion credited to Einstein, ‘Everything should be
made as simple as possible, but not simpler.’

2. The objective of a system is most often external to the system itself,
because the services a system provides are provided to entities
external to the system. Thus, although a metric is operationally
defined with respect to the system, and must be, the relevance of any
metric depends on the external context within which the system is
defined.

The approach we take now is more concrete, considering a specific
system in order to demonstrate concretely the relationship of metrics, and
other aspects of performance analysis, how they are defined for a ‘real
world’ system*.

* Of course, the ‘real world’ in question exists within the world of academic
discourse. In the real ‘real world’, systems are much more complex, and the
abstraction hierarchical. That is, we model the abstraction of a sub-system of
an abstract system. See Herb Simon’s little book, The Sciences of the Artificial,
for a penetrating attempt to figure out what this means.
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2. System Description
The system has multiple servers, each of which provides e-commerce

transactions: each server processes requests from users connected to it,
and maintains its own copy of a database on which the system depends.
The system is scalable as the demand grows, the capacity of the system can
be increased by deploying more servers. Load is shared among the servers
and users can be redirected to different server in case of failure, thus
improving system availability.

The most vexing problem is data management. Since the database is
replicated in each server*, all updates must be made to all the databases.
Another problem is state specific to a user. If, for example, server 1 is
serving a user, and the user is redirected to server 2, the contents of the
user’s shopping cart must be available in server 2 before the user can add
or delete items or perform other shopping cart transactions. The result of
maintaining consistency in the database and in user state is overhead and
occasional stale data, both of which should be minimized.

The system architecture is shown in the figure below. When a user

requests a connection, the load balancer chooses a relatively unloaded
server to be the user’s home server. All future transaction occur directly
between the user and the home server. When there is a change in the
user’s state (shopping cart) the home server communicates it to a special
server, the primary server, which communicates it to the user’s away server.
If the user’s home server were to go down, the primary server receives the
next user request, and routes it to the away server, with the user perceiving

* Data replication is essential for performance, but must be carefully
controlled. Whether it’s a copy of Abadi & Cardelli’s Theory of Objects or the
right to use a Panamax bulk carrier during January 2011, it is important not to
sell the same item twice.
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no hiatus in service. (For efficiency and reliability, it is common for users
to have more than one away server. The combination of the user’s home
and away servers is then called the user’s server set.*)

The primary server also performs transactions with other aspects of the
business, such as purchases and database updates. For example, when a
user transaction results in a purchase the home server communicates it to
the primary server, which communicates it to the bricks and mortar server
for fulfilment. A purchase, arrival of new good at the warehouse, initiation
of a new product also require databases to be updated in the servers. This
begins at the primary server, which then updates all the other servers,
which, for these purposes are known as secondary servers.

Because failure of the primary server has disastrous consequences any
secondary server is prepared to assume the role of primary server.
Negotiation to choose a new primary server occurs whenever the primary
server goes down.

* Users may migrate within their server set for other reasons, such as load
balancing.


