
CS457 : WINTER 2010

EXAMPLES OF

DISCRETE EVENT SIMULATION

BILL COWAN

UNIVERSITY OF WATERLOO

February 17, 2010 3:29 pm 1 / 9

1. Introduction
Discrete event simulation (DES) is based on an event-set, which is a set of
events that will happen in the future. Each time the DES completes the
processing of an event it jumps forward in time to the earliest event in the
event-set, and processes that event, which may include any of

• placing additional events into the event-set,
• changing the state of the system, and
• logging the event and any changes that occur in the system state.

Thus a DES has the following components:
• the state of the system,
• events of one or more type that change the state of the system,
• an event-set that contains events totally ordered by time, and
• rules that define how each type of event changes the system state.
At the highest level a DES is structured as an event loop.

Initialize( );
while( evt = event-set.extract( ) ) {

clock = evt.time;
log.append( evt );
process( evt )

}
log.terminate( );

To initialize a DES it is necessary to initialize
• the clock, to the starting time, usually zero,
• the state, to the starting state, usually empty of requests,
• the log, including opening any necessary files, and
• the event-set, to contain only the first arrival event.

To process an event it is necessary to
• update the state of the system, which may include adding events to

the event-set, and
• to log state changes that occurred.

Termination of a DES normally occurs when the event-set is empty, but if
it terminates when the system enters an end state a test for the end state
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may be performed immediately after the system state has been updated.
The structure described above is common to all DESs, which vary in the
state definition, event types & parameters, and state update algorithms,
including insertion of future events into the event-set.

In the remainder of this document we illustrate state definition and
update by example.

2. Common Features
The following examples have many features in common. Rather than
going through them over and over we summarize them here.

2.a. Response Variables
The response variables to be measured are generally one or more of the
following.

1. Throughput, which is the rate at which requests are serviced by the
system.

2. Waiting time, which is the average amount of time a request spends in
queues inside the system. Waiting time is closely related to response
time.

3. Utilization, which is the fraction of time that the server is busy.

2.b. Factors
The main workload factor is interarrival time, the average time between
requests. The assumption that requests are independent samples, taken
from a single underlying distribution (often called IID samples, which is
short for independent identically distributed samples) is strong enough
that the distribution is guaranteed to be exponential with a single free
parameter, the interarrival time.

The main system factor is average service time, the service times being
IID samples of an underlying distribution.

Specific examples may have other systems factors, such as scheduling
algorithm or number of servers and/or queues.

3. One Server with One Queue
The simplest system consists of a single
server with one queue, as shown to the right.
When a new request arrives it is put into a
first-come, first-served queue, where it waits
until the requests ahead of it in the queue
have been provided with service. The
interarrival time of requests is an IID
random variable, distributed by an exponential distribution, which is what
we call the open model which has, in essence, an infinite number of users
(requesters), each of whom makes a vanishing small number of requests.
The service time of a request is also an IID random variable.

The state is determined by two variables.
1.  is the number of requests in the system, both queue and server.

Queue

Server

n
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2. , which can be  or , is the state of the server.
At time zero, when the simulation starts, there are no requests in the
system, , so that the server status is .

There are two types of event.
1. Arrival events occur when a new request arrives at the system.
2. Departure events occur when the server completes service on a

request, which then leaves the system.
At time zero there is one arrival event in the event-set.

In the pseudo-code that follows we use an object-like notation, with C-
like syntax. The initialization is simple.

void clock.init( ) {
time = 0;

}
void state.init( ) {

n = 0;
status = IDLE;

}
void event-set.init( ) {

insert( new-event( ARRIVAL, clock.time ) );
}

Updating the state and event-set when events arrive is only a little more
complex.

void state.update( Event evt ) {
switch ( evt.type ) {
case ARRIVAL:

event-set.insert( new-event( ARRIVAL,
evt.time ) );

n++;
if ( state.STATUS == IDLE ) start-service( );
return;

case DEPARTURE:
n--;
state.status = IDLE;
if ( n > 0 ) start-service( );
return;

}
}

Here is an explanation of the above pseudo-code.
• When an arrival event is removed from the event set the next event

may be another arrival event so we must put it in the event set now.
• Two conditions must be true for the server to be started: it must not

be processing a request ( status == IDLE ) and there must be a
request to process in the system ( n > 0 ).

• An arrival event guarantees that there is a request to process so we
check to ensure that the server is idle; a departure event guarantees
that the server is idle so we check to ensure that there is a request to
process.

We need code to start the server when it is idle.
start-service( event ) {
    state.status = BUSY;

status BUSY IDLE

n 0= status IDLE=
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    event-set.insert( new-event( DEPARTURE,
event.time ) );

}

• Logging code is omitted. It is important to log the times that the
server changes state if you want to calculate utilization from the logs.

• The number of requests in the system does not change when we
move an request from the queue to the server.

• The request will depart from the server some time in the future, so a
departure event must be put into the event-set.

Finally we need code to create new events.
Event new-event( type, time ) {

this.type = type;
switch( type ) {
case ARRIVAL:

this.time = clock.time + arrival-time( );
return this;

case DEPARTURE:
this.time = clock.time + service-time( );
return this;

}
}

• The arrival-time and service-time functions get a random number
from the appropriate probability distribution.

• Events are conserved. For every new arrival event there is a new
departure event.

4. Parallel Servers: One Queue, Multiple Servers
A single queue provides requests to
whichever server of a set of servers is
next idle, as shown with three servers
in the figure to the right. In addition to
the response variables mentioned in §2
you are likely to want to know how
many servers are busy for how much
time.

The natural state variables for this
system are

• , the number of requests
currently in the system, including
requests queued and requests
receiving service, and

• , the number of busy servers.
Notice constraints, such as .

When the simulation starts there are no requests in the system, ( )
and no servers are busy, ( ). There is at least one arrival event in the
event-set, and no departure events.

Queue

Server 2

Server 3

Server 1

n

m

m n≤
n 0=

m 0=
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The condition for starting an idle server is that there is at least one
request in the queue ( ) and at least one idle server ( , where

is the number of servers in the system. Whenever the state is updated

we must check to see if this condition is satisfied, and if it is we should start
an idle server.

On an arrival event,
1. Increment .
2. Put an arrival event into the event-set.
3. If  then start a server.

On a departure event,
1. Decrement .
2. Decrement .
3. If  then start a server.
To start a server
1. Increment .
2. Put a departure event into the event-set.

4.a. Transient and Steady States
Every simulation has an initial transient state that evolves into a steady
state after the system has equilibrated to its load. The single queue,
multiple server system is the first where this process is easy to
comprehend.

Suppose there are ten servers and a arrival rate that keeps about six busy
on average. At the beginning of the simulation no servers are busy. When
the first arrival event occurs then one is busy. For a while there are more
arrival events that departure ones, and the average number of busy servers
gradually increases until it reaches six after which it oscillates randomly
around six.

The same phenomenon can operate in reverse. The initialization code,
instead of putting on arrival event into the event set, could put in twelve.
In that case all ten servers would be busy at the beginning, with the
average number busy gradually falling until it reaches the steady state of
oscillating near six.

5. Finite Population Model
We saw the finite
population model earlier
in the course as an
example of Little’s Law.
In this model, illustrated
to the right, there are
users who alternate
thinking and waiting. At
the transition from
thinking to waiting they submit a request to the server. At the transition

m n< m N m<

N m

n
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n

m

m n<

m
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from waiting to thinking the server provides a result for the previous
request. The state of this system requires an integer to describe it, , the
number of users thinking, plus the state of the server, idle or busy. Other
values follow from it: for example, the number of requests in the system is

.
When a request is submitted it goes into a first-come first-served queue,

waiting for the server to be available.* When it has been serviced the result
is returned to the user who submitted the request, who then
recommences thinking.

The hardest part of getting this right is figuring out when to put events
into the event-set. There is a three stage round trip.

1. User thinking no request.
2. User waiting, request in queue (waiting).
3. User waiting, request getting serviced

At the end of the second stage a start-thinking event is put into the event-
set, in the future by the amount of the service time. At the end of the third
stage a submission event is put into the event-set, in the future by the
amount of the thinking time.

We now know how to update the state. On a start-thinking event:
1. increment ;
2. put into the event-set a submission event, in the future by the amount

of the thinking time;
3. change the state of the server to idle; and
4. if  then start the server.

On a submission event:
1. decrement n; and
2. if the server is idle then start the server.

When the server is started:
1. change the state of the server to busy; and
2. put into the event-set a start-thinking event.

Exercise for the reader. What is the event-set when the simulation starts?

6. Tandem Queue
In a tandem queue system each request
passes through several stages of processing,
each stage performed by a different server,
as shown to the right. Two servers are
shown and the idea easily generalizes to
any number. One approach is easy: if there
are  servers simply create  one server
one queue simulations (§3) and generate

* The user’s waiting time is not the same as the request’s waiting time. The
user’s waiting time is the sum of the request’s waiting time and its service
time.
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the event-set for simulation  from the departure events of simulation
. It is more instructive, however, to build a single simulation.

The system state of the complete system replicates the one server, one
queue state (§3) times, the number of requests in subsystem and the
state of server . There are different event types, one arrival event,
when a request arrives at the system, and  departure events, one for
each subsystem. The last departure event is special, as we will see.

We now examine the three event types, one by one. When the arrival
event occurs,

1. put the next arrival event into the event-set;
2. increment the number of requests in subsystem 1, ; and
3. if server 1 is idle then start server 1.

When a departure event for server  occurs,
1. make server  idle;
2. decrement the number of requests in subsystem , ;
3. if the  is greater than zero then start server ;
4. increment the number of events in subsystem , ; and
5. if server  is idle then start server .

Notice that the description above does not work for subsystem because
there is no subsystem . Thus, when a departure event for subsystem

 occurs,
1. make server  idle;
2. decrement the number of requests in subsystem , ; and
3. if the  is greater than zero then start server .

It remains only to determine what must happen when we start server ,
which is

1. make server  busy; and
2. put a departure event for server  into the event-set.

7. Processor Sharing
The examples so far have had ‘run to
completion’ scheduling. That is, once a server
starts servicing a request it does all the service
before doing anything with other requests.
This example assumes that the processor is
time-sharing. That is, the processor works on a
request for a while, then ejects it back into its
queue, and works on a different request. The
complication is that the simulation must keep
track of how much service remains to be done
on each request. Here we consider a single server with three queues, each
of which contains a different type of request, as shown in the diagram. A
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concrete example of such a system, familiar from the design of operating
systems, might have three queues.

• Queue 1 has interactive I/O intensive tasks, with users who do a lot of
thinking for each request they submit.

• Queue 2 has interactive compute intensive tasks, with users who
interact only occasionally.

• Queue 3 has batch tasks like back-ups, with only off-line user
interaction.

How such a system operates is highly dependent on the scheduling
discipline provided. Here we choose one that emphasizes sharing: each
queue should get an equal share of the processor.

The state of the system is well described by the number of requests in
each queue,  where . Derived from this is , the number
of non-empty queues, and the server state, which is busy unless .
When the simulation starts the system has no tasks in it, and one arrival
event of each type is in the event-set. The events we consider are arrivals
and departures of type . First, arrivals of type :

1. increment ; and
2. if  equals one, then

i. increment ;
ii. start service on server ; and

iii. re-time existing departure events.
The last item requires explanation. When the number of un-empty queues
increases requests currently being serviced get less server bandwidth and
their departure times increase. By how much? Suppose a request has
seconds left to go. (You can calculate  by subtracting the time of the
arrival event from the time of the request’s departure event.) The
departure time was calculated assuming that it was getting  of
the server; now it will get only . Therefore, multiply  by
and add it to the current time to get the new departure time. Because all
departure events in the event set are currently getting service you can
blindly apply this correction factor to all departure events.

We now consider departure events of type :
1. make server  idle;
2. decrement ;
3. if  equals zero, then

i. decrement ; and
ii. re-time existing departure events; and

4. if  is greater than zero, then
i. start service on server .

Re-timing departure events is just the inverse of re-timing in response to
arrival events: multiply  by . (Working out exactly where this
comes from is left as an exercise for the reader.)
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All that remains is to provide ‘start service on server :
1. set server ‘s state to busy;
2. work out the departure time for this event, which is the current time

plus the service time divided by ; and
3. insert a departure event into the event set.

7.a. Comments
This example seems to me different from the preceding ones: it has a
feeling of being shoehorned into a shoe that’s not quite the same shape as
the foot. I think it deserves a few observations of aspects that make me feel
uncomfortable.

• We are looking at the system on a scale well above real system
sharing. Despite what I promised on page 7 we do not model time-
slicing, but only its effect on a higher level. As a result we only see the
request being processed more slowly because it only intermittently
has the CPU. Although time-slicing motivates the abstraction it isn’t
part of the abstraction, which makes the system hard to understand.

• Modifying the event set is essential to model the effects of different
numbers of simultaneous requests, but reaching into the event-set
seems to be a violation of the DES abstraction.

• It seems to me to be lucky that all departure events in the event-set are
for a single server. Event-set modification is difficult, though not
impossible, to generalize when there are departure events from more
than one server. Then it becomes necessary to parametrize the event-
type with the server id.

• My overall feeling is that this example is showing features that might
be more naturally abstracted into an event-based simulation, but this
course may be too constricted to expand to encompass such a rich
subject.

8. Some Hints
1. Draw a state diagram of the system.
2. Calculate how the size of the event set changes.
3. Find conserved quantities, like the number of arrival events in the

event set for the one queue one server system (§3), or the sum of
thinkers plus requests in the system for the finite population model
(§5).

4. Find paired events like an arrival event and the corresponding
departure event.
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