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1. Introduction

2. Basics of Random Variables
There seems to be a lot of biolerplate just to get going. If you are familiar
with random variables and expectation you can probably skip this section.

We are used to variables that have a deterministic value. When

appears in the equation  we don’t know what its value is,
but we take for granted that the value is deterministic, that it doesn’t vary
from time to time. Random variables are different: they have values that
are sampled from distributions, and we can know about them only facts
that are probabilistic. To show this difference random variables are written
as upper case letters, , in contrast to ordinary variables which are
written using lower case letters, .

The fundamental property of a random variable is its cumulative
distribution function, cdf, from which it is possible to determine the
probability that a random variable has a value or range of values. For
example, if is the cdf of the random variable , then the probability
that  has a value less than  is . Every cdf has the two
properties  and , because with probability

one the random variable has a value in the range. In addition, a cdf must
be monotonic increasing, though not necessarily strictly monotonic
because there can be parts of the range that contain values the random
variable cannot take on. In performance evaluation it is usual that a cdf is
zero for all negative values, just because concepts like negative
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A cdf need not be continuous: where
it has discontinuities are distinct values
that the random variable can assume
with finite probability. It is common to
divide random variables into two
classes, discrete and continuous.
(Mixtures of the two are possible, but in
practice appear only occasionally.) The image to the right shows the cdf
from a discrete distribution: specifically one generated by rolling an honest
tetrahedral die. Each jump occurs at a possible value, where the
cumulative probability increases by one-quarter. There is a corresponding
probability mass function,  for .

When a cdf is continuous, as shown
in the figure to the right, we can use the
tools of calculus. Specifically, we can
define a probability density function

 by

.

Notice that the density function has different units (inverse units of )
than the mass function (unitless).

We can derive ‘average’ values for functions of random variables using
the expectation operator, . For any function of a random variable,

, we define the expectation  as

.

(The corresponding expression for a discrete random variable is

.)

Two important expectations give the mean

and the variance

.

(The corresponding expectations for discrete random variables are left as
an exercise for the reader.)
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3. Transformations of Densities

Suppose we are given a random variable, , with one distribution,

and want to find the distribution of a different variable related to it,

.* We can write

.

Then

.

Solving for ,

, (1)

which is fine as long as the cdf is strictly monotonic, and can probably be
fixed up even for monotonic functions.

This result is quite intuitive, as
shown in the figure to the right.
Starting at we draw a line vertically
to find , then draw a line

horizontally to find where has

the same value. Then,  is
the function we seek.

This procedure is particularly easy
when the initial distribution, the one
for which we can easily generate random numbers, is the uniform
distribution on the interval . If we choose this for  then

 and , which is defined only for .

We now have the basics we require; we can now go on to discuss
particular distributions from which we might want random numbers. In
what follows we assume that we have available a random number
generator that provides an adequately random real number with a
uniform distribution on the range zero to one.

4. Bernoulli Trials and Binomial Distributions
4.a. Bernoulli Trials
A Bernoulli trial produces the simplest discrete distribution. The usual
analogy is flipping a coin, which is assumed to come up either heads or

* For lovers of detail, the procedure we follow requires that the mapping from

to be one-to-one. In fact, the problem is not well-defined otherwise.

Why? (‘Because  must be invertible’ is not an answer, just a rephrasing

of the question.)
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tails every time*, which is generalized. We normally assume that a flipped
coin is fair, which means equally likely to fall heads or tails. Contrarily, a
Bernoulli trial is parametrized by a probabilty, . We see one outcome, say
‘heads’,† with probability , the other, ‘tails’,  with probability .
Bernoulli trials occur in simulations when there is a choice between two
distinct outcomes with minimal variability within each outcome.

We now use the method of §3. The figure
to the right shows the cdf of a uniform
distribution, , and the cdf of a Bernoulli

distribution, . (The underlying

probability mass function for  has two

finite probabilities at ‘h’ and ‘t’. Picking a
random sample, , from the uniform
distribution, , then find  so that

. The generalization of this example is that to sample from a

Bernouilli distribution we choose ‘h’ if  and ‘t’ if , exactly what
we would have done by intuition.

4.b. The binomial distribution
If is common for there to be many identical independent Bernouilli trials
going on at the same time. Then, because we do not distinguish between
the trials, we are interested in how many come up ‘heads’, and how many
‘tails’. (We see in §5 that such situation cover many interestingand useful
cases.) The probability of getting instances of ‘heads’ in trials, each of
which has probability , is

.

 occurs because we must get  ‘heads’;  occurs because we
must get  ‘tails’; the combinatorial symbol counts the number of
different ways of getting  items from .

Now, if we have the usual random number generator with a uniform
distribution between zero and one there are three methods for getting a
random variable with a binomial distribution.

• If is small we just run Bernoulli trials and the random number is
the number of heads that occur. The cost perrandom number is the
order of ; there is no set-up cost.

* That is, it never balances on its edge.
† Quotation marks on ‘heads’ and ‘tails’ indicate that we are using these terms

to stand in for any two states that may occur in a Bernoulli trial.
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• If  is of medium size we divide the range from zero to one into

intervals proportional to , then choose a uniformly distributed

random number and determine in which interval it lies. Using binary
search for the test, the cost per random number is of order , but
the set-up cost is of order . (Exercise for the reader. Show that this
algorithm is what you get when using the density conversion method
of §3.)

• If  is large it is very likely that the binomial distribution is well
approximated by a continuous distribution. (Most cases are well-
handled by the Poisson distribution, §5, or the Gaussian distribution,
§6.)

4.c. Multinominal distributions

5. Poisson Processes & the Exponential Distribution
A Poisson Process is a sequence of events occurring at random times with
the following two properties.

• If we choose a time interval and count the number of events that
occur the probability mass distribution for this number is independent
of where in the sequence we place the interval. This property is called
stationarity.

• If we have two time intervals anywhere in the sequence, the number
of events in one time interval is independent of the number of events
in the other time interval. This property makes the sequence a Markov

sequence.
These two properties occur if and only if the events are independent and
identically distributed (IID): IID is a very strong assumption and often
valid. It allows us to deduce, from first principles the probability density
distribution of a Poisson Process.

5.a. The Poisson Distribution
Suppose we have a binomial distribution and allow  to grow without
bound.* We now choose a sample from this distribution to form a
sequence, which is the number of events that occur. It is easy to see that
this sequence has the two above properties . But, prima facie, as  grows
without bound every sample also grows without bound. There is,
however, one case where this does not occur. If  as  so that

, a finite constant, then the sample values do not grow without
bound.

So far we have not considered time.

* We do this because letting the number of possibilities grow without bound is
the usual way of generalizing something discrete to an equivalent continuous
something.
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.

To get the fourth row we dropped terms that are small, keeping only the
highest order in each sum. To get the last row we used the result of
Appendix a.

The result is the Poisson distribution, which is appropriate for sampling
the number of arrivals per unit time, , in an open system. There are two
methods for transforming a random variable from a unit uniform
distribution into a Poisson-distributed random variable.

• Let  be uniformly distributed random samples for .

Calculate the sum , which is monotone increasing.

Return the smallest for which . Set up cost is zero. Average

run-time is of order

.

• Divide the unit interval into segments of length . Acquire

one uniformly distributed random number  and find by binary
search which segment it falls in. Set-up time is infinite, except that you
will cut-off the tail at some value , which is then the order of the

set-up time. Average run-time is of order .

5.b. The Exponential Distribution
For a Poisson Process the inter-arrival time is distributed by an exponential

distribution, which has the cdf . To see this
notice that

N
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.

It is easy to prove that this distribution has the property of stationarity: no
matter when you start watching a system, the same cdf describes the time
until the next event. It is less easy, but possible, to prove that the
exponential distribution is the only stationary distribution.

Thus, we can conclude that the exponential distribution is right to use
for interarrival times when we know nothing about where requests are
coming from except their rate. In other words, when simulating we use
the exponential distribution a lot. To generate an exponentially distributed
variable from a uniformly distributed ons, , we use (1):

.

But, is  is uniformly distributed between zero and one, then so it .
Therefore, to get an exponentially distributed variable we

• Get a uniformly distributed sample.
• Take its natural logarithm.
• Divide by , the inverse of the inter-arrival time.

6. The Gaussian (Normal) Distribution
Quite often a random variable is the sum of a large number of random
variables. For example, the processing done by a server is likely to be the
sum of a large number of function executions, where the running time of
each function execution is a random variable. In such a case the Central
Limit Theorem assures us that the random variable we care about, the
sum, is distributed by a Gaussian distribution, which has the pdf

.

The Central Limit Theorem ensures that this distribution turns up
everywhere, explaining why we call it the Normal Distribution*, but it is
not easy to work with. Its cdf does not have a closed form; it is called the
error function, ; both the error function and its inverse are
extensively tabulated.

* The parameter-free normal distribution, , is called the

standard normal distribution.

F t( ) P T t<( ) P at least one arrival before t( )= =

λ t( )ke λ t–

k!
----------------------

k 1=

∞

∑=

e λ t– λ t( )k

k!
------------

k 0=

∞

∑ 1–

 
 
 
 

=

e λ t– eλ t 1–( )=

1 e λ t–
–=

u

F 1– u( )
1
λ--- 1 u–( )log=

u 1 u–

λ

1

2πσ2( )
1 2⁄-------------------------exp x µ–( )2

– 2σ2( )⁄( )

1
2π----------exp x2

– 2⁄( )

erf x( )



cs457: w10 – Random Variables

8 / 9 March 1, 2010 1:08 pm

Generating random variables distributed by the Gaussian distribution is
a pain, but must be done. Here are the most common methods.

By the definition. Generate a large number, , of uniform random variables

Polar method. A curiosity of the Gaussian distribution is that its 2-
dimensional version has a cdf. Now close your eyes if you didn’t like
Calculus 3. In polar coordinates, the 2d pdf of the standard normal
distribution is

.

We can now integrate over a pie-shaped region

7. The Log-normal Distribution

8. The Cauchy Distribution
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Appendix a. An Exponential Identity
This derivation, which I found in [1], was found by Napier (Mr Logarithm)
a long time ago.

For  vanishing small

.

Therefore,

and

.

If  is finite,  is finite. The above equations are only true in the limit
, so they require . Thus,

.

Notice the pattern: goes to zero, goes to infinity, and the product
stays finite.

a.1. References
1. Julian Havil. Gamma. Princeton University Press: Princeton, 2003.
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