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Discrete Event Simulation

Simulation using a discrete-state model of the system

Event Scheduling approach
Concentrate on events and their effect on system state
Future events are ordered according to event time in an 
event set
Simulated time is kept in a clock variable

Discrete event simulation can be used in both continuous time and discrete time 
models. Only continuous time models are of interest to CS 457.

The occurrence of an event changes the state of the system. In discrete event 
simulation, the state of the system remains the same between successive events.

Event time is the time at which the event occurs. 

The clock variable is updated each time an event is processed. When clock is updated, 
its value should not become smaller, otherwise the simulation program is not written 
correctly.
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Terminology
State

One or more variables that describe the system at any given 
point in time

Event
Occurs at an instant in time and changes the state of the 
system, e.g., arrival, departure
Each event has event time, event type and possibly other 
parameters

Set
A collection of associated entities, ordered in some logical 
fashion, e.g., event set, queue

All events to be processed in the future are kept in the event set. There are two 
operations that are performed frequently on the event set: (i) insert a new event into 
the set and (ii) find the event with the earliest event time and remove it from the set.

Each event in the event set has at least the event time and the event type. Parameters 
may be associated with an event and used to keep track of additional information. For 
example, for an arrival event, a parameter can be used to store the priority class of the 
arrival.
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Simulation Program - Overview
Initialization

initialize clock to zero
initialize state variables, sets, and statistical counters
initialize event set (with known future events)

Main loop: Repeat until condition for terminating 
simulation is met

remove the most imminent event (i.e., the event with the 
earliest event time) from the event set
advance clock to the time of this event
invoke event routine according to the event type

The two overview slides provide a high-level description of how a simulation program 
is organized. Detailed descriptions, for specific models, will be provided later.
A simulation program has three sections: Initialization, Main loop, and Report 
Generator.

At initialization, the state variables and sets (e.g., queues) are initialized to reflect the 
state of the system at time zero (or the initial condition). An example of initial 
condition is the system is empty. Another example is there are three jobs in the system 
and one of the jobs starts receiving service at time zero.

The statistical counters are used to collect data that are used to compute the 
performance metrics.

Known future events are those events whose event type and event time are known at 
time zero.

Examples of condition to terminate a simulation are: (i) terminate simulation after n
jobs have completed service, and (ii) terminate simulation when the simulated time (or 
the value in clock) has reached time t.



CS457/657 - Notes 4 4

Simulation Program - Overview

Event routine (a separate routine for each event type)
update state variables and sets
update statistical counters
insert known future events to the event set

Report generator
invoked when simulation is terminated
compute and output the performance metrics

When an event routine is executed, the state variables and sets are updated to reflect 
the changes caused by the event. For example, an arrival event will result in an 
increase in the number of jobs in system by 1. 

When an event routine is executed, clock has the time of the current event (or the 
event being processed). Once the event routine is completed and control is returned to 
the main loop, clock will be advanced to the time of the next event. As a result, the 
time of the current event will no longer be available. If the time of the current event is 
needed for future reference, the value in clock should be saved before control is 
returned to the main loop. As an example, a job’s waiting time is the elapsed time 
from arrival to start service. When the arrival event is processed, the value of clock
(which is the time of arrival) should be saved. Later on, when the start_service event 
is processed, clock will have the time when service starts, and the job’s waiting time is 
given by (clock - the time of arrival that has been saved).

When an event is processed, future events may become known. These known future 
events should be inserted into the event set. For example, when the start_service event 
is processed, if the job’s service time is known, then the departure time of this job is 
also known and given by (clock + service time). This departure event is a known 
event.
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Single Server Queue Example
Infinite-population model (Open model)

Server

System

Arrival Departure

Queue

This is an open model because input is external to the model (see Section 24.3 of 
textbook).

This model has one service centre; there is a single server at this service centre.

The behavior of each job is depicted in the diagram below. This diagram shows the 
types of events that need to be considered.

arrival starts 
service

departure

waiting
in queue

receiving
service time
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Single Server Queue Example

State variables
status – server status (busy or idle)
n - number of jobs in the system

Events
arrival
start_service
departure

Set
event set
queue

Note that for the state variables, the value of status can be determined from the value 
of n. Specifically, status = busy if n > 0 and status = idle if n = 0. So there is no need 
to include status as a state variable. Both status and n are used because this would lead 
to improved readability of the program.

The events are the same as those identified in the diagram on page 5.

queue represents the data structure required to implement the queueing discipline.
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Single Server Queue Example

Parameters
interarrival time
service time
queueing discipline

Performance metrics
mean waiting time 
mean number of jobs in system
server utilization
throughput

In this example, we only consider performance metrics that are related to services that 
are performed successfully.

Waiting time is the time spent by a job in queue. This is the elapse time from arrival to 
start service. One can also consider response time which is the elapsed time from 
arrival to departure. Note that response time = waiting time + service time.
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Single Server Queue

Assumptions
Interarrival times are independent of each other and 
independent of service time and system state
Service times are independent each other and independent 
of interarrival time and system state
FCFS scheduling
System is empty at time zero
Arrival of the first job occurs immediately after the first 
interarrival time
Simulation terminates when the m-th job starts service

Explanations of the assumptions made in the first two bullets:

* Interarrival times are independent of each other: For a sequence of interarrival
times, the individual values have no impact on each other.

* Service times are independent of each other: For a sequence of service times, the 
individual values have no impact on each other.

* Interarrival time and service time are independent: The values of these two 
parameters have no impact on each other.

* Interarrival time is independent of system state: This is a consequence of the 
infinite population model.

* Service time is independent of system state. Changes in system state do not have 
impact on the service time. For example, the server does not operate at a reduced 
speed when the number of jobs in system is increased.

System is empty at time zero is a common choice of initial condition. This means that 
the server is idle and the queue is empty. Other initial conditions can certainly be 
considered. Note that for a wide class of systems, the steady state behavior (or 
behavior when the system has operated for an extended period of time) is independent 
of the initial condition. So if one is interested in system performance at steady state, 
the choice of initial condition is often not a major concern.
The assumption that “Arrival of the first job occurs immediately after the first 
interarrival time” is a common method to insert a known event into the event set to get 
the simulation going.
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Simulation Program

Statistical counters
nw = number of waiting times accumulated
sw = sum of waiting times
sa = total area (for calculating the mean number of jobs in 
system)
sb = total busy time (for calculating utilization)
nc = number of jobs that have completed service
last_event = contains the time of the previous event; this is 
when area and busy time were last accumulated

nw and sw are used to collect data that can be used to compute the mean waiting time.

nc is used to compute the throughput.
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Simulation Program

Initialization
clock = 0
status = idle
n = 0
nw = sw = sa = nc = nb = 0
last_event = 0
initialize queue to empty
initialize event set to empty
determine inter_t, the first interarrival time
schedule an arrival event to occur at clock + inter_t

clock = 0 indicates that the simulation starts at time zero.

To represent an empty system at time zero (the initial condition), the state variables n
and status are initialized to zero and idle, respectively, and the data structure for queue
is initialized to indicate that queue is empty.

The statistical counters (nw, sw, sa, sb, and sc) are initialized to zero.

In the step “determine inter_t, the first interarrival time”, it is assumed that a 
mechanism is available to determine the value of the first interarrival time. The details 
of such a mechanism, based on the use of a random number generator, will be 
discussed later.

The step “schedule an arrival event …” means that a new event of type arrival and 
event time clock + inter_t is inserted into the event set.
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Simulation Program
Main loop (repeat until condition for terminating 
simulation is met)

find the most imminent event and remove it from the event 
set (suppose this event is of type i and event time is t)
clock = t
sa = sa + (clock - last_event) * n
if status = busy, sb = sb + (clock - last_event)
last_event = clock
invoke event routine for type i

Each time control is returned to the main loop, the next event is processed.

Immediately after the step clock = t, clock is updated to the time of the event to be 
processed. This becomes the current event. The time of the previous event is kept in 
last_event. 

Between the current and previous events (clock – last_event), the state variables 
remain the same. This difference can be used to determine the total area (for the 
purpose computing the mean number of jobs in system) and the total time that the 
server is busy. The area since the previous event is accumulated into sa while the busy 
time since the last event is accumulated into sb.

Note that last_event is updated (in the step: last_event = clock) after the steps to 
collect data for sa and sb have been completed. last_event will then have the correct 
timing information the next time control is returned to the main loop.
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Simulation Program
arrival event

determine inter_t, the interarrival time between the current 
and next arrivals
schedule an arrival event to occur at clock + inter_t
n = n + 1
enter arriving job to end of queue, and save its time of 
arrival (given by clock)
if status is idle, invoke routine for start_service event

At an arrival event, the event time of the next arrival can be determined and is given 
by clock + interarrival time. This next arrival is a known future event; it is inserted
into the event set.

The step “enter arriving job to end of queue …” is performed regardless of whether 
status is idle or busy. This is done for improved readability. status is checked in the 
next step. If status = idle, control will be passed to the routine for start_service event 
where the same job will be removed from queue. On the other hand, if status = busy, 
control is returned to the main loop and the job stays in queue. So the FCFS discipline 
is correctly implemented.

The time of arrival (which is available in clock) is saved as part of the record of the 
arriving job. This information will be retrieved at the start_service event and used to 
compute the waiting time experienced by the job.
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Simulation Program

start_service event
remove job from front of queue, and retrieve its time of 
arrival (denoted by t_arrival)
nw = nw + 1
sw = sw + (clock - t_arrival)
if nw = m (condition for terminating simulation), exit main 
loop
status =  busy
determine serv_t, service time of the job
schedule a departure event to occur at clock + serv_t

At start_service, the first job is removed from queue. This is the job to receive service. 
The waiting time of this job is given by clock – t_arrival where clock has the current 
time and t_arrival is the time of arrival that has been retrieved. clock – t_arrival is 
added to sw because sw contains the sum of the waiting times that have been 
accumulated so far. nw is increased by 1 because it contains the number of jobs whose 
waiting times have been included in sw. At the end of simulation, the mean waiting 
time is simply given by sw / nw.

When a job starts receiving service, its service time is known and as a result, its 
departure time is also known and given by clock + service time. The departure of this 
job is therefore a known event, and this event is inserted into the event set.

The condition to terminate simulation is when the m-th job starts service. nw contains 
the number of jobs that have completed a waiting time (or started service). If nw = m, 
terminate simulation by exiting the main loop. Control is then passed to the Report 
Generator.



CS457/657 - Notes 4 14

Simulation Program

departure event
n = n – 1
nc = nc + 1
status = idle
if n > 0, invoke event routine for start_service event

Report generator
mean waiting time W = sw / nw
mean number of jobs in system Q = sa / clock
utilization U = sb / clock
throughput X = nc / clock

n is decremented by one because a job has departed and the number of jobs in system 
is decreased by 1.
nc is incremented by 1 because one more job has completed service.

The step status = idle is performed regardless of whether there are jobs left in queue to 
be processed or not. This step is included for improved readability. If queue is non-
empty (as indicated by n > 0), then start_service will be invoked and status will be 
changed back to busy.

At the Report Generator, clock has the simulated time at the end of simulation. This 
has a similar meaning as the L that has been used in the derivation of analytic results. 
For the mean number of jobs in system, clock * Q is area of a rectangle that has the 
same area as that accumulated in sa. This implies that Q = sa / clock. 

For utilization, sb has the total busy time from zero to the value in clock. This means 
that utilization is given by sb / clock.

Since nc jobs have completed service during the simulation, the number of jobs 
completed service per unit time, or the throughput, is given by nc / clock.
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server

queue 0 1 3 4 6 9 10 11

time

C1

C1

C1

C2 C3 C4

C2

C2

C3

C3

C4

number  
of jobs 
in system

0 1 3 4 6 9 10 11

1

2

time

Cj - job j

arrival

departures

start service

Example

The top diagram shows the interarrival times and service times that are relevant to the 
first four jobs served by the system. This will be used to show how the simulation 
program works.

The bottom diagram is a plot of the number of jobs in the system as a function of time. 
It shows how the state changes over time and the total area that can be used to 
compute the mean number of jobs in system.
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Notation: A  - arrival event,   D  - departure event
(Cj, x)  - job j in queue, time of arrival of this job is x
n - number of jobs in system
m = 4 - terminate simulation when 4th job starts service

clock event status n event set queue nw sw

0 -- idle 0 A at 1 empty 0 0

1 A busy 1 A at 3, D at 4 empty 1 0

3 A busy 2 D at 4, A at 6 (C2, 3) 1 0

4 D busy 1 A at 6, D at 9 empty 2 1

6 A busy 2 D at 9, A at 11 (C3, 6) 2 1

9 D busy 1 D at 10, A at 11 empty 3 4

10 D idle 0 A at 11 empty 3 4

11 A idle 1 A at ?? empty 4 4

4th job starts service, terminate simulation;  Report generator:  W =  sw/nw =  1.0

The behavior of the simulation program is illustrated by showing the contents of the 
state variables, event set, queue, and the statistical counters (for nw and sw) each time 
an event is processed. The contents at initialization (or at clock = 0) are also shown. 
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Notation: A  - arrival event,   D  - departure event
(Cj, x)  - job j in queue, time of arrival of this job is x
n - number of jobs in system
m = 4 - terminate simulation when 4th job starts service

clock event last_event status n sa sb sc

0 -- 0 idle 0 0 0 0

1 A 0 busy 1 0 0 0

3 A 1 busy 2 2 2 0

4 D 3 busy 1 4 3 1

6 A 4 busy 2 6 5 1

9 D 6 busy 1 12 8 2

10 D 9 idle 0 13 9 3

11 A 10 idle 0 13 9 3

Terminate simulation;   Report generator:  Q = sa/clock = 13/11;  U sb/clock = 9/11;  X = sc/clock = 3/11

The behavior of the simulation program is illustrated by showing the contents of the 
state variables, last_event, and the statistical counters (for na, nb and nc) each time an 
event is processed. The contents at initialization are also shown. 
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Characteristics of a Queueing System 
(with a Single Service Centre)

Interarrival time
or think time for the case of a finite-population model

Service time
Number of servers

These are parallel servers within the same service centre
Waiting room

Infinite or finite; example
Population size

Infinite or finite population
Queueing discipline

These characteristics are described on page 507 of the text book.

When number of servers > 1, more than one job may receive service in parallel. Note 
that each job requires service from one of the servers only.

Waiting room is referred to as “system capacity” in the textbook. The size of the 
waiting room determines the maximum number of jobs that may wait for service; this 
includes the job or jobs that are being served. An example is the buffer size at an 
output link of a router.
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Parallel Servers

A single service centre with m parallel servers
State variable:  n_busy – number of busy servers

System

Arrival Departure

Queue

1

2

m

●●●

The simulation program for the infinite population model can easily be modified to 
implement the case of m parallel servers. Ignoring steps for data collection and for 
checking condition to terminate simulation, the modified simulation program is as 
follows (changes are in red):

Initialization:
• clock = 0  
• n_busy = 0
• n = 0
• initialize queue to empty
• initialize event set to empty
• determine inter_t, the first interarrival time
• schedule an arrival event to occur at clock + inter_t

arrival event
• determine inter_t, the interarrival time between the current and next arrivals
• schedule an arrival event to occur at clock + inter_t
• n = n + 1
• enter arriving job to end of queue
• if n_busy < m, invoke routine for start_service event

start_service event
• remove job from front of queue
• n_busy = n_busy + 1
• determine serv_t, service time of the job
• schedule a departure event to occur at clock + serv_t

departure event
• n = n – 1
• n_busy = n_busy - 1
• if n > m-1, invoke event routine for start_service event
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Finite Waiting Room

Size of waiting room = B

Server

number of jobs
in system n ≤ B

Arrival Departure

Queue

rejected
if n = B

Since some of the jobs are rejected, the throughput is smaller than the arrival rate.

Consider a time interval (0,L). Let n be the number of job arrived in (0,L) and k of 
these jobs were rejected. The throughput is then given by

X = (n – k) / L = (n/L)(1 – k/n) = λ(1 – k/n) 
where λ is the arrival rate and k/n is the fraction of jobs that were rejected.

A common performance metric is k/n, the fraction (or the percentage) of jobs that 
were rejected, or the probability that a job is rejected.

The simulation program for the infinite population model can readily be modified to 
implement the case of finite waiting room.
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Single Server Queue Example
Finite-population model (Closed model)

1

2

N

●●●

Server

Users

System

Queue

This is a closed model because there is no external input (see Section 24.3 of 
textbook). 

There are N users. The behavior of each user is depicted in the diagram below. This 
diagram shows the types of events that need to be considered.

arrival starts 
service

departure

waiting
in queue

receiving
service time

departure

think time

arrival

think time
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Finite Population Model
Assumptions

Think times are independent of each other and independent 
of service time and system state
Service times are independent of each other and 
independent of think time and system state
FCFS scheduling 
System is empty at time zero
For each of the N users, the first job is submitted after a 
think time
Simulation terminates at time = term_sim

Explanations of the assumptions made in the two bullets:

* Think times are independent of each other: For a sequence of think times (of any of 
the users), the individual values have no impact on each other.

* Service times are independent of each other: For a sequence of service times, the 
individual values have no impact on each other.

* Think time and service time are independent: The values of these two parameters 
have no impact on each other.

* Think time is independent of system state: The values of think time are not affected 
by the system state.

* Service time is independent of system state. Changes in system state do not have 
impact on the service time. For example, the server does not operate at a reduced 
speed when the number of jobs in system is increased.

At simulated time zero (initial condition), each of the N users starts his or her think 
time and submits the first job at the end of this think time.

Condition to terminate simulation is when the simulated time equals to some pre-
specified value term_sim. This corresponds to the L used in our derivation of analytic 
results.
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Simulation Program
Initialization

clock = 0
status = idle
n = 0
initialize queue to empty
initialize event set to empty
for user j (j = 1 to N) 

determine think_t, a think time of user j, and 
schedule an arrival event at clock + think_t

end for
schedule an end_simulation event at clock + term_sim

For convenience, the statistical counters and steps for data collections are not included. 
For a given performance metric, these steps can readily be added.

At time zero, each of the N users starts his/her think time and submits the first job at 
the end of this think time. There are therefore N known events, corresponding to the 
arrivals of these jobs. These events are scheduled (or inserted in the event set) in the 
for loop.

In the step “determine think_t …”, it is assumed that a mechanism is available to 
determine the value of a think time. The details of such a mechanism, based on the use 
of a random number generator, will be discussed later.

The step “schedule an arrival event …” means that a new event of type arrival and 
event time clock + think_t is inserted into the event set.

An event with type end_simulation and event time clock + term_sim is also inserted 
into the event set. When this event is processed, simulation is terminated because the 
simulated time has advanced to the value given by term_sim.
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Simulation Program
arrival event

n = n + 1
enter arriving job to end of queue
if status is idle, invoke routine for start_service event

start_service event
remove job from front of queue
status =  busy
determine serv_t, the service time of customer
schedule a departure event to occur at clock + serv_t

At an arrival event, the time of the next arrival is not known because the next arrival 
occurs at the end of a think time and not the end of an interarrival time. As a result, an 
event for the next arrival is not scheduled; this is different from the case of an infinite 
population model.

The steps for the start_service event are the same as those for the case of an infinite 
population model.
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Simulation Program
departure event

n = n - 1
status = idle
determine think_t
schedule an arrival event at clock + think_t
if n > 0, invoke event routine for start_service

end_simulation event
exit main loop

At a departure event, a system response is returned to the user. This user will start the 
think time immediately, and the next arrival will occur at the end of this think time. A 
known event is therefore an arrival event which occurs at clock + think time.

As events are processed, the simulated time continues to increase. Finally, the 
end_simulation event becomes the most imminent event. Simulation ends when this 
event is processed. 
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Simulation Model for 
Complex Systems

Basic technique
Identify the subsystems and develop simulation model for 
each subsystem
Characterize the interaction among these subsystems

Each subsystem is typically a single service centre. A simulation program for such a 
subsystem can be developed using the techniques discussed earlier. As to the 
interaction among subsystems, an example is provided in the next slide.
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Example: Tandem Queue – M Stages

Subsystems and interaction
M subsystems - one for each stage
A departure from stage i becomes an arrival to stage i+1     
(i = 1 to M-1)

It is quite clear that each of the M stages is a service centre with a single server and 
FCFS discipline.

The interaction among subsystem is quite easy to characterize, namely, a departure 
from stage i becomes an arrival to stage i+1, except for the first and last stage where 
special handling is required.
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Simulation Program
Use event routines for single server queue model for 
each of the M stages

Modifications to implement tandem queue:
departure event 

– for stage i (i = 1 to M-1), add the step: invoke routine 
for arrival event at stage i+1

arrival event 
– for stage i (i = 2 to M), do not schedule the next arrival 

event

The interaction among subsystems can be implemented by simple modifications to the 
steps for the infinite population, single server queue model.

For stages 2 to M, job arrivals occur when there are departures from the previous
stage, so at an arrival event, the step to schedule the next arrival should be deleted.

For stages 1 to M-1, a departure becomes an arrival to the next stage (without delay), 
so at a departure event, we need to add a step to invoke the routine for arrival event at 
the next stage.
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