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COLOUR MATCHING

BILL COWAN

Colour matching is based on a very abstract view of colours: that colours
are something otherwise indescribable, nothing more than figments of
mental processes. They have only one property: a human can tell you that
two colours are either the same, ‘They match,’ or different, ‘They don’t
match.’ Surprisingly, with a base so simple it is possible to say quite a bit
about colours, and even to design an industrial-strength set of processes
that support most of today’s colour technology. Grassmann did the basic
work, and the concepts he discovered are now the basis of linear algebra.

A. BASIC DEFINITIONS

If two colours, and are said to match by human observers we

write

.

One way of changing a colour is to put a neutral density filter in front of it.
This Grassmann defined as the operation . Observationally, he

then established the fact

. (1)

Two observations about this fact are important.
1. It is true only if the filter is a neutral density filter: i.e. the filter is not

spectrally selective. We will examine this later when we discuss
metamerism, §c.

2. Given neutral density filters, and the knowledge of light we have
already gained we know that there is no such thing as . But we
can define it as follows.

.

This definition causes the basic observational fact, (1), to remain true,
while allowing  to range from zero to infinity.

Grassmann further defined a second way of changing a colour: adding
another colour by superimposing the light of the second colour on the first
one, which he defined as the operation . Observationally, he

then established that

. (2)

We now call this type of colour addition ‘additive mixture’ of colours.
Using this notation we can describe the effect of negative values of the

multiplier, , via the definition
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.

We now have the multiplier defined for all real numbers. We can define
two operations on it:
1. addition

, and

2. multiplication

.

You can go on to discover that with the correct definition of ‘neutral den-
sity’, the multiplicative constants form a field. Grassmann had discovered
abstract linear algebra, in the form of a vector space of colours that have
no mathematical properties except matching, scaling by neutral density
and additive mixture. We call the vector space ‘colour space’.

There is a cost for this formal power. Colour space includes a lot of col-
ours that are not realisable, some for psychophysical reasons, because, for
example, they are too dim to be seen or so intense that they damage the
eye, some for physical reasons, because they require negative light, which
does not exist. Thus, we will always be interested in the ‘colour gamut’ of
devices and processes, the set of actually realisable colours.

B. A BASIS FOR COLOUR ALGEBRA

We all know that the first thing that you do when you find a new vector
space is to determine its dimension and find a basis. Doing so leads us to
tristimulus values and the colour matching functions.

b.1. SPECTRAL POWER DISTRIBUTIONS

In Grassmann’s time it was possible to get a reproducible set of colours
by using a prism to split white light into a spectrum, and then to move a
narrow slit across in front of the spectrum so that it isolates one spectral
colour after another. The distance the slit is moved from a standard posi-
tion we can call , which need not be further defined. We can now do a
colour matching experiment as follows.
1. Split white light and an unknown light into spectra using the same

prism.
2. Move a slit across in front of the two spectra, and see how much

neutral density is necessary to make the two colours match for each
value of .

Such an experiment produces the spectral power distribution (spd) of a light,
normalized to the white standard and measured in terms of neutral den-
sity. We now have another interpretation of the spd. It describes how to
create a light from an additive mixture of monochromatic lights. That is,

. (3)

C1 µ–( ) C3⊗( )⊕ C2∼ C1 C2 µ C3⊗( )⊕∼⇔

µ1 µ2+( ) C1⊗( ) C2∼ µ 1 C1⊗( ) µ2 C1⊗( )⊕ C2∼⇔
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The coefficients are nothing more nor less than the spd of the light that

has the colour . (There is more than one spectral power distribution
function that has this colour, as we will see below in §c.)

b.2. COLOUR MATCHING FUNCTIONS

Equation (3) reduces the problem of finding the dimensionality of colour
space to the problem of finding the dimensionality of a basis that can pro-
duce all the monochromatic colours. This is an empirical matter. Start
with one colour, then two, then three, and keep adding until you don’t
need any more. It turns out that the number needed is three.

Having done this experiment you have a set of empirically determined
coefficients

, (4)

where the three colours are the colours that are used for matching.

They are called primaries. As you know from linear algebra there is an infi-
nite number of sets of primaries: in fact any three linearly independent col-
ours work as primaries. The functions, , depend on the primaries, and

are called the colour matching functions (cmfs). Why? Substitute (4) into
(3), which gives

, (5)

where the coefficients , which are generically called tristimulus values,

are given by

. (6)

That is, given the spectral power distribution cmfs allow you to calculate
what colour it will match.

b.3. CHANGE OF BASES

The ability to change bases, and how it is accomplished, should be no mys-
tery to CS graduate students. Let us suppose we have a new set of prima-
ries, . We can match each of the old primaries, in turn, to

the new primaries, with the result

.

The coefficients form a matrix , which transforms the old primaries to
the new ones. Its inverse transforms the tristimulus values of a colour and
the cmfs from the old primaries to the new ones.

Exercise for the reader. The matrix can also be calculated from the spds
functions of the two sets of primaries.

µλ

C

Cλ ρ1λ P1⊗( ) ρ2λ P2⊗( ) ρ3λ P3⊗( )⊕ ⊕∼

Pi

ρiλ

C µλ ρiλ Pi⊗
i

∑⊗
λ
∑ πi P i⊗

i
∑∼ ∼

πi

πi ρiλµλ
λ
∑=

Q1 Q2 Q3, ,( )

Qi α i j P j⊗
j

∑∼

A

A



Colour Science for Computer Graphics

4 / 6 2012.01.16: 17.36

b.4. TRISTIMULUS VALUES

A standard for specifying colour must be based on a standard set of prima-
ries. In practice, what is specified is not a set of primaries but a set of col-
our matching functions. The set in almost universal use was standardized
by the Commission Internationale de l’Éclairage (cie) in 1931, and has
remained in use without alteration since then. (You can find downloadable
tables at [1].) The colour match were chosen to fulfil several objectives.

• All tristimulus values of all physically realisable colours are positive.
• All values of the colour matching functions are positive.

These conditions do not specify a unique set of colour matching functions,
so the ones chosen should be taken as conventional, like driving on the
right side of the road. A hypothetical observer with exactly these colour
matching functions, and many other useful properties in addition, is called
the CIE standard observer, a phrase used widely in the literature on visual
standards.

You should be interested in how well the standardized fit any given
observer. One piece of evidence – what Pat Cavanaugh calls a found experi-

ment – is the successful use of colour in industry. Very many of the prod-
ucts you buy use the cie colour matching functions to specify the colour of
components ordered from different manufacturers: the seats, dashboard,
steering wheel and exterior lacquer of an automobile, for example. The
acceptability of such products over the last almost century suggests that
most observers find the cie colour matching functions close enough to
their own colour vision.

There is also extensive experimental data addressing this exact ques-
tion. It shows that all humans with normal colour vision (99% of females
and 92% of males) have individual colour matching functions that differ
from the cie standard by less than 1%. In addition, most of the colour
vision observed in non-normal observers is quantitatively explicable in
terms of the same standard. (This aspect of colour vision you can incorpo-
rate into algorithms without fear that it will let you down.)

The primaries corresponding to the standard colour matching func-
tions are not physically realisable. This is regarded as acceptable because
visual colour matching, which is the basis of colour formalism, is little per-
formed today. Colour matching is normally done instrumentally, using a
linear detector along with a diffraction grating, to generate a data struc-
ture that is the amount of energy, or the number of photons,* at each
wavelength. The diffraction grating spreads the light into a spectrum: i.e.,
it spreads out the different wavelengths in space. The linear detector has
elements each of which sums the light falling on the area it occupies. Mak-
ing the spectrum fall along the detector gives a reading from each element
that is the amount of energy in a specific wavelength band. This is then

* These numbers are not the same, nor are they related linearly, but
either one can be calculated from the other.
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integrated with the colour matching functions to give the tristimulus val-
ues. This integration is, in the literature usually written in the form,

,

even though the colour matching functions, , and are only avail-

able in tabular form, as are measured spds, .
Many older instruments use three detectors and a set of filters that,

taken together with the sensitivity of the detector, closely approximate the
colour matching functions, doing the integration in analogue hardware,
you might say.

C. METAMERISM

spds are elements of a very big space, if you consider them to be contin-

uous functions, or , if you consider them to be tables with entries*.
Tristimulus values, which uniquely identify colour are elements of a much

smaller space, . Therefore, there are an infinite number of spds that are
perceived as the same colour. Two spds that produce the same colour sen-
sation are called metamers.

Except in vision experiments it is uncommon to observe light directly,
and especially so with the objective of identifying an spd., so that metamer-
ism as described in the paragraph above is rarely observed in normal
vision. However, when light interacts with a coloured surface, metamer-
ism is often noticeable. Usually it occurs when two surfaces are viewed
under the same source of illumination, surface metamerism, or when one
surface is viewed under two different sources of illumination, illuminant

metamerism.
The main interaction of light with a surface is commonly called reflec-

tion, though the physical mechanism is actually scattering. Nonetheless,
the function that describes the colour of a surface is the spectral reflect-
ance function (srf ), represented as a function of wavelength, . The
srf modifies the spd of the illuminant multiplicatively. That is, the spd of
light re-emitted from a surface illuminated by the spd  is

.

The tristimulus values of the re-emitted light are

,

* Any realisable measurement of an spd is necessarily in the second
form. You would be interested in the first form only if you are
studying the foundations of quantum mechanics.
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which cannot be decomposed into a product of tristimulus values of the
surface with the tristimulus values of the illuminant. The effect of non-
decomposition is easiest to understand by considering two surfaces, srfs

 and , and two sources of illumination, sdps  and .

What we are observing in metamerism is a specific instance of a prob-
lem that has occasioned much research in computer vision: the light cap-
tured from the surface of an object closely couples the spd of the illum-
inant and and the srf of the surface. Knowing the colour of a surface is a
hard problem that humans do with relative ease, as yet without a compu-
ter vision solution that performs as well as the human visual system.
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