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Abstract

Two-dimensional geometric texture synthesis is the geometric ana-
logue of raster-based texture synthesis. An absence of conventional
evaluation procedures in recent synthesis attempts demands an in-
quiry into the visual significance of synthesized results. In this pa-
per, we report on two psychophysical experiments that explore how
people understand notions of similarity in geometric textures. We
present perceptual metrics and human texture generation features
that are crucial for future researchers when developing and assess-
ing the success of their algorithms.
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1 Introduction

Geometric Texture Synthesis (GTS) involves preprocessing a
vector-based sample input for its content and then utilizing the cap-
tured information to generate larger, visually similar textures. The
design of new algorithms for GTS has been driven by innovations
in both computer graphics and NPR [Barla et al. 2006; Ijiri et al.
2008; Hurtut et al. 2009].

GTS algorithms are built upon statistical methods that seek to in-
corporate features from human vision and perception. While GTS
algorithms claim to produce visual properties that are related to
known perceptual processes, none of them attempt thorough evalu-
ations of the final results. Instead, results are presented uncritically,
leaving the reader to judge the ultimate aesthetic appeal [Ijiri et al.
2008; Hurtut et al. 2009]. These evaluation techniques also include
ad hoc fine tuning that both inhibits reproducibility, and obscures
the true value of the algorithm.

In the NPR community there is a growing consensus that more care-
ful and objective means of evaluating new algorithms are needed to
judge the quality of results [Isenberg et al. 2006; Hertzmann 2010].
Although there is no “silver bullet” strategy that will provide eval-
uation across all of NPR, GTS seems like a domain well suited
to more focused evaluations, for two reasons. First, GTS operates
on relatively simple and abstract arrangements, allowing a person
to easily extract meaningful geometric information from the geo-
metric data. Second, GTS algorithms aim to incorporate human
visual and perceptual properties, so evaluation should focus on the
assessment of individuals’ perceptions of geometric arrangements
to determine success of the algorithms.
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In this paper we seek to decipher what is meant by “visually sim-
ilar” and other phrases used to compare real and synthesized tex-
tures. In order to develop this into a more principled foundation for
geometric texture synthesis, we have conducted two psychophysi-
cal studies in which participants composed arrangements and eval-
uated similarity. The first study explores how participants analyze
a sample geometric arrangement with the goal of synthesizing a
larger geometric arrangement that is, in their estimation, similar
to the sample. The second experiment gives participants a sample
geometric arrangement and a set of larger textures and asks partic-
ipants to rank the arrangements according to their similarity to the
sample. In both cases, alongside creating and ranking, we ask par-
ticipants to explain the features they use to create and assess their
arrangements.

Together, these experiments provide us with insight into the fea-
tures people use to assess similarity between a sample and a synthe-
sized arrangement. In our first experiment, we find that participants
adopted three different approaches to synthesis: a tiling approach,
a structured approach and a random approach. In our second ex-
periment, we find that, when ranking similarity, participants ranked
tiling over structured over random. Understanding why and how
two different example arrangements are ranked as similar yields in-
sight into the way people analyze and assess arrangements. While
similarity is only one means of assessing the success of GTS algo-
rithms, we argue that it is an important first step in more careful
evaluations. With these results we hope to motivate and guide fu-
ture evaluations on visual similarity in geometric texture synthesis.

The rest of the paper is organized as follows. We first give a brief
overview of related work (Section 2). We then present two user
studies designed to address our perceptual inquiry into geometric
arrangements (Sections 4 and 5). The analysis of the information
collected from these studies highlights the underlying perceptual
principles that influence the success or failure of existing algo-
rithms. Finally, we offer some conclusions and discuss opportu-
nities for future work (Section 6).

2 Previous Work

2.1 Visual perception of textures

Early theories of visual perception include descriptive theories such
as unconscious inference by Helmholtz [1878], and the Gestalt the-
ory [Wertheimer 1923]. More recent, computational models of vi-
sion such as those by Marr [1983] and Zeki [1993] have had more
success in explaining visual phenomena.

One of the very first steps toward psychophysical texture analysis at
the lower stages of information processing in the human visual sys-
tem was conducted by Julesz et al. [1973]. They conducted various
empirical studies in an attempt to determine how the visual system
responds to changes in order statistics of patterns that consisted of
discrete texture primitives. They were able to obtain pattern fa-
miliarity cues by recreating them from a stochastic process. Julesz
specified visual processes by their Nth order probability distribu-
tions (the probability that N points have certain brightness values).
The three levels of order statistics commonly tested by Julesz in-
clude contrast in brightness levels (first-order statistics), homogene-



ity (second-order statistics) and curvature continuity (third-order
statistics). Figure 1 shows a sample image used in experiments con-
ducted by Bergen and Landy [1991]; it involves randomly placed
texture primitives correlating the different order statistics.

Research by Julesz led to many contributions, the most relevant to
this research being the Texton Theory [Julesz 1986]. Textons are
“putative units of pre-attentive human texture perception” and are
composed of local features found in the texture like edges, line ends
and blobs. Their main properties include size, length, width, orien-
tation and density. The theory states that it is possible to model
pre-attentive human texture discrimination using first-order density
of textons. Textons subsequently led researchers to develop struc-
tured approaches to texture analysis that extract texture primitives
as local features for texture description [Marr 1983]. This was later
found to be a promising approach for synthesizing 2D element ar-
rangements [Barla et al. 2006].

Figure 1: A sample synthetic image used for pre-attentive texture
discrimination experiments by Bergen et al. This texture presents
three regions: the background, left and right regions contain L-
shaped, X-shaped and T-shaped figures respectively. The experi-
ments highlight the fact that the left region is easily detected from
the background while the right region is much harder to discrimi-
nate.

2.2 Geometric texture synthesis

Current algorithms for generating geometric element arrangements
are based on statistical approaches that capture the layout of a given
sample’s vector information. Although each of these algorithms
generates pleasing results, none of them provide objective evalua-
tions. The most prominent algorithms include stroke pattern analy-
sis [Barla et al. 2006], a procedural technique [Ijiri et al. 2008], and
an appearance based technique [Hurtut et al. 2009]. We are motiva-
ted by these ad hoc GTS algorithms to look for measurable ground
truth. Without ground truth data for the spatial distributions found
in these 2D arrangements, it is difficult to acquire tangible measure-
ments that offer rational explanations of texture preferences.

Stroke-based analysis by Barla et al. [2006] introduced a vector-
based texture synthesis algorithm that adopts a non-parametric sta-
tistical method on the input texture. This approach draws ideas
from an earlier statistical technique that manipulates vector ele-
ments when synthesizing [Jodoin et al. 2002]. In their approach,
Barla et al. detect curve elements from a given sample image, and
group them into categories based on visual similarity. The vec-
tor elements and their spatial arrangement details are then used to
modify a set of 2D points distributed uniformly on a plane. Al-
though perceptual information is gathered at the beginning of the
process and taken into account when placing elements, the global
visual appearance of the textures are not accounted for in the final
arrangements.

In the realm of stroke-based synthesis, there have been studies

that tackle the simulation of the interactions between elements of
a given sample texture using statistical means. Ijiri et al. [2008] ap-
proach the problem of geometric arrangement analysis and synthe-
sis using procedural local neighbourhood matching. Their work
draws from both example-based and procedural methods. They in-
tegrate the rule-based heuristic technique of Wong et al. [1998] with
the neighbourhood analysis method of Barla et al. [2006] to in-
crease similarity and produce pleasing arrangements. One limita-
tion with Ijiri’s method is that the synthesis process is highly de-
pendent on both the user and a relaxation process to refine or tweak
the overall synthesized arrangement to remain visually similar to
the original sample.

Hurtut et al. [2009] offer a first attempt at an appearance-based
approach to GTS. They developed a non-parametric algorithm
for synthesizing element arrangements using a statistical learning
method. Drawing from Gestalt grouping theory and human vision,
they extract and categorize geometric elements based on their vi-
sual appearance in the sample image. Armed with a Gibbs point
process model, Hurtut et al. are able to produce compelling results
that maintain similar visual measures as the sample input. How-
ever, they did not employe these conceived visual measurements for
evaluation. Further investigation into the plausibility of capturing
the same visual metrics from other synthesized results is needed.

2.3 Visual similarity in Op Art geometric arrangements

In a related inquiry into 2D geometric arrangements, Dodg-
son [2009] investigates whether there exists a correct balance be-
tween regularity and randomness that produces more aesthetically
pleasing compositions. Through formal experimentation on two of
Bridget Riley’s Op Art arrangements, he was able to show that hu-
mans have a strong ability to distinguish between fine variations of
an algorithm, and that the overall balance in pattern compositions
was important when judging aesthetic pleasingness. Dodgson fur-
ther went on to test the amount of a pattern that needed to be present
for it to be immediately identified by an observer. The results show
that a good balance can be achieved by retaining about two-thirds
of the pattern, while manipulating the other one-third in some way.

2.4 Evaluation of texture synthesis algorithms

Geometric textures provide a unique domain in which to study per-
ceptual problems related to patterns. Analyzing vector textures for
discrete geometric elements is much easier than drawing the same
information from pixels in raster images. Accordingly, very few ge-
ometric texture synthesis methods have been evaluated effectively.

Bérnard et al. [2009] use an average co-occurence error as a quality
assessment metric for evaluating success of fractalized NPR tex-
tures. Lin et al. offer an interesting approach that quantitatively
evaluates regular and near regular image-based textures. Lin et
al. compare the performance of four algorithms on regular and
near-regular textures in an attempt to understand how much a near-
regular texture’s global regularity and local randomness affect hu-
man judgement. They objectively evaluate the global regularity of
synthesized textures by comparing the underlying lattices of sample
and synthesized textures using a geometric regularity score. This
score is a statistical measurement that characterizes the regularity of
a near-regular texture computed using user defined translation vec-
tors. In addition to this quantitative evaluation, Lin et al. conducted
a supporting subjective evaluation to determine the significance of
global regularity of textures on participant similarity ratings.



3 Perceptual inquiry into similarity of 2D ar-
rangements

Given synthesized textures such as those shown in Figure 2, we
want to know which of the results is more similar to the sample
and why. Our goal in this paper is to look closer at the aesthetic
and descriptive reasoning that leads to this preference. Identifying
the major steps taken by people when perceiving arrangements and
the factors used to compare them is necessary to provide a basis
for reliable comparisons between GTS algorithms. Once identified,
these steps will help clarify why people prefer certain textures from
any set of samples.

The given sample
arrangement

Image (A) by Barla et al. [2006] Image (B) by Hurtut et al. [2009]

Figure 2: A comparison between two geometric arrangements.

We believe that developing a viable evaluation that measures simi-
larity between sample arrangements and synthesis results involves
first identifying important global and local visual aspects of ar-
rangements, and then verifying that similar factors are used to com-
pare synthesized and sample arrangements. As a result, we struc-
ture our inquiry around two user studies. The first explores how
participants synthesize larger arrangements from a given small sam-
ple, and asks the participants to evaluate their success at generating
the larger arrangement (Section 4). The second study examines
how participants evaluate the similarity of human- and computer-
generated geometric arrangements to a given sample (Section 5).

4 Acquiring and analyzing human-generated
2D geometric arrangements

This study examines how people perceive 2D geometric arrange-
ments from given samples by watching them generate similar tex-
tures manually. Since initial visual impressions highly affect hu-
man perceptions of texture, an analytical study is an essential first
step towards identifying the visual aspects of human perception in-
volved when judging similarity between geometric arrangements.
Our primary goal is to gather enough detail to form an explanation
of how people judge similarity after generating their own geometric
arrangements.

A mixed-method (qualitative and quantitative) research design was
adopted to answer two main research questions during the study.
First, what comparisons are involved during the generation of an
arrangement? Second, what factors are involved when judging sim-
ilarity of an arrangement against a given sample? We will first
describe the study we designed to answer these questions (Sec-
tion 4.1). Then, we will present the qualitative and quantitative
data we collected (Sections 4.2 and 4.3). Finally, we will discuss
our findings in light of our two primary research questions (Sec-
tion 4.4).

4.1 Design and procedure

Participants: Research participants consisted of 20 university stu-
dents (undergraduate and graduate). No prior knowledge of texture

synthesis conventions, nor any explicit means for measuring ac-
curacy of generated results were required. Throughout this paper
participants will be referred to as P1 to P20.

Stimulus arrangements: The stimulus template of sample arrange-
ments developed for both user studies is composed of nine ran-
domly generated sets of circular dots. These random arrangements
were generated using a uniform pseudo-random number generator
which depends on the number of dot sizes and the desired overall
density. The routine places points using rejection sampling: new
points are placed only if they are sufficiently far away from all ex-
isting points.

The dots are coloured black and vary in their sizes and numbers.
Figure 3 shows the stimulus template with each row grouped de-
pending on the dot sizes involved. Group A contains only large
dots; Group B contains large and medium dots and Group C con-
tains large, medium, and small dots. The one exception to ran-
dom placement is a sample in which large dots are visibly paired,
shown in the centre of the template. This sample was generated
with the same random routine in addition to a constraint that allows
the placement of only two dots in closer proximity.

Irregular 2D geometric arrangements

8 big

6 big
6 medium

2  big
6 medium
8 small

16 big

1  big
8 medium
4 small

10 big

4 big
6 medium

2  big
6 medium
4 small

4 big (pairs)
6 medium

Dot sizesGroup A

Group B

Group C

Figure 3: The stimulus template of arrangements used in the user
studies.

Interface and methodology: Using a simple computer interface, as
shown in Figure 4, each participant completed nine trials. In each
trial they were given one randomly selected stimulus from the nine
template arrangements along with a larger, rectangular empty space
(the canvas). Based on their own interpretation of the sample tex-
ture, participants were asked to “construct a new larger arrangement
that appears to have been generated from the same underlying pro-
cess”. Participants constructed their arrangements, by selecting el-
ements from a palette on the left. Individual dots could be moved or
deleted, but groups of dots could not be operated upon collectively.
Once an arrangement was complete, it was not possible to return to
it later.

Participants were also asked a set of qualitative and quantitative
questions about their arrangements in the form of a questionnaire;
they were encouraged to provide their answers in a semi-structured



Figure 4: A sample interface used during the first user study.

format either during or after the generation task. The list of ques-
tions is as follows:

1. Describe this sample texture.

2. What factors of the texture pattern affected your judgement
the most when creating your own arrangement?

3. How did you start off creating your arrangement?

4. What steps did you take to ensure a similar arrangement?

5. What did you think the larger sample image would originally
look like?

6. Rate how pleased you are with your final result in comparison
to the sample texture (on a five-point Likert scale).

7. Rate how visually similar you believe your generated arrange-
ment is to the sample arrangement (on a five-point Likert
scale).

8. What factors did you consider when describing visual simi-
larity in Question 5 ?

Although no time constraints were given for the generation task,
participants were encouraged to consider completing the task
within 90 minutes. On average participants were able to generate
the complete set of nine arrangements and complete the question-
naires in 65 minutes. After completing the nine arrangements, each
participant took part in an open-ended interview with the investi-
gator concerning their perception of the element layouts and their
thoughts on the generation process.

Data collection and analysis: The complete data set consists of
over 25 hours of audio and screen recordings, including answers
to questionnaires and interviews for all of the participants. The
analysis process characterizes a grounded theory approach adopted
from Creswell [2007], common in HCI research for understanding
a target phenomenon.

4.2 Qualitative analysis: a grounded theory approach

The qualitative information gathered from the questionnaires helps
to elucidate the factors participants felt were important when per-
ceiving arrangements, and how they judged similarity. These im-
portant visual processes have not previously been considered in ge-
ometric synthesis algorithms. We believe that once identified, these
factors can be used as measures for future evaluations.

Analysis began with open coding, which examines small sections
of participant verbal replies made up of individual words, and sen-
tences. Replies were repeatedly sorted and codes were saturated
until core categories emerged. A large poster board with movable

tags was used to arrange and re-arrange codes within and across
categories.

The open-ended questionnaire allowed us to examine three broad
themes associated with the geometric arrangements participants
constructed. The first two questions examined the attributes of
the arrangements our participants were drawn to, i.e., the causal
attributes that motivated the texture generation strategies our par-
ticipants employed. Questions 3 and 4 explored these strategies in
further detail. Finally, Questions 5 and 8 revealed the attributes our
participants used to evaluate the similarity of the constructed geo-
metric arrangement to the original sample.

4.2.1 Causal attributes

During the analysis of participant replies to Questions 1 and 2, three
main factors were seen to motivate participant generation styles.
These causal attributes are (1) dominant visual properties perceived
by participants, (2) local themes identified by participants and (3)
recognition of large spatial structures.

The first attribute involves dominant visual properties that were
perceived by participants from the stimulus before the generation
of their arrangements. We have subsequently classified partici-
pant verbal replies into two major categories: (1) global visual ap-
pearances and (2) local shapes and forms. Global visual factors
found in the stimulus include (a) density (sparsity, number and fre-
quency of elements, intensity), (b) distribution type (regular, irreg-
ular/random), (c) prominent focal points, and (d) spacing (white
space, proximity, inter- and intra-element distances, pairs, cluster-
ing).

The second causal attribute involves identifying shapes and forms
constructed from closely located elements and using them to gen-
erate arrangements. This local object searching routine was fre-
quently adopted by participants. The most commonly noticed
shapes include lines (representing continuity of close elements) and
geometric shapes (triangles, rectangles, ovals, and alphabetic let-
ters). In some instances participants saw more than one shape; for
example, when asked to describe a sample P10 replied “I see the
letter V and curved lines”.

The last attribute combines thoughts of structures inspired at a
larger scale. Some participants allowed their imaginations to guide
their understanding of the sample. Participant P6 described one
sample as “a watering jug, with a nozzle, handle and a body” and
another sample with “a face, eyes, mouth, and hair”. Once these
structures were identified, it was difficult for participants to see
them in any other way. When later evaluating their arrangements
for similarity, participants looked for these structures first. This
phenomenon can be described as a primitive form of visual illu-
sion [Palmer 1999], sometimes known as a “pareidolia”.

4.2.2 Strategies for generating geometric arrangements

Based on participant replies to Questions 3 and 4, and including
written, audio and video recordings, a thorough analysis resulted
in three major approaches adopted by participants for generating
their arrangements: a tiling approach, a structured approach and a
random approach. Table 1 shows the number of arrangements gen-
erated using each of these strategies. The strategies are a direct re-
sult of the causal attributes discussed previously. Participants were
also noticed switching between either of these generation strategies
throughout the study. Below we discuss each of these approaches
and then describe the visual attributes participants considered at
generation. See Figure 5 for examples.

The tiling approach involves participants copying the stimulus mul-



Random approach (P15)Structured approach (P14)

The stimulus

Tiling approach (P5)

Figure 5: Sample participant generated arrangements according
to the three generation approaches discussed in Section 4.2.2

tiple times to fill the canvas, usually regularly and conforming to a
grid. Participants relied on three key visual factors that resulted in
a tiling approach. They either (a) identified the stimulus as a shape,
(b) saw the whole stimulus as a pattern, or (3) could not identify an
obvious pattern which led to copying the complete stimulus onto
the canvas anyway. Replicating tiles involved using distances and
randomness as cues.

A structured approach involves identifying prominent forms and
objects from the stimulus and then procedurally filling the canvas
with them. This is usually done starting at the center or top left cor-
ner of the canvas. Participants who chose to generate arrangements
using a structured approach were guided mainly by three visual fac-
tors; they either (a) identified shapes in the stimulus, (b) perceived
notable clusters of elements and white space, or (c) perceived focal
points and element size ratios.

Finally, the random approach involves participants placing dots of
different sizes randomly across the plane with the aim of achiev-
ing a specific density. In this case, participants could not iden-
tify any shapes or structures, and only saw random arrangements
of dots. During generation, participants strove to match density in
the arrangements for each of the existing element sizes indepen-
dently. The term “random” here embodies the randomness of ele-
ment placement observed during texture generation.

A descriptive analysis of participant replies to Questions 3 and 4
shows that five visual cues were considered when generating ar-
rangements. These include repeatedly comparing (1) relative spac-
ing (proximity, white space and pairwise spacing); (2) density, el-
ement size, frequency distribution type (randomness, regularity);
(3) the resemblance of local element neighbourhoods via angles
formed at junctions, continuity, and focal points; (4) avoiding over-
lapped elements, generating new shapes, symmetries and obvious
horizontal and vertical group alignments; and finally (5) continu-
ously sampling the canvas for identified patterns. Some participants
were noticed placing dot pairs at varying orientations, while others
ensured exact alignment to those in the stimulus. This decision was
noticed later as a contributing factor in evaluating similarity.

4.2.3 Strategies for evaluating similarity

After generating arrangements, some distinguishing features were
considered by participants when ranking similarity. Participants
mentioned multiple reasons they thought affected how they judged
satisfaction and similarity of their generated arrangements. These
influencing factors include (a) symmetry, (b) apparent shape, (c)
repetition, (d) conformity to conceptualized pattern rules, and (e)
accuracy and inaccuracy of copied samples (parts or whole). Sym-
metric aspects that particularly influenced similarity decisions de-
pended on the element layouts and the participant’s ability to detect
a horizontal or vertical axis of symmetry from a shape or part of
the stimulus. For example, when asking participant P5 to describe

the stimulus, one reply included “. . . semi-symmetric shape that’s
reflected”. Then when asked about the factors that affected their
similarity judgement the most, the participant replied “I followed
the contour elements of the given sample, it’s like a fish”. The gen-
erated arrangement by participant P5 can be seen on the left side of
Figure 5.

When asked to rate similarity of their final arrangements and then
describe the factors they relied on (Question 8), participant data re-
vealed three distinguishing strategies. They either chose to (1) sam-
ple the generated arrangement for the stimulus, (2) look for similar
parts or discrete patterns within the arrangement, or (3) compare
the overall aggregate of the arrangement to the stimulus.

The first strategy involved sampling the generated arrangement for
the complete/whole stimulus using the circular perimeter of the
stimulus as a guide for judging spaces. This strategy was most ob-
vious for participants who chose to generate their textures using a
tiling approach (repeated instances of the stimulus). For example,
an unsatisfied participant P3 said “I imagine a circle with dot con-
tent but I resulted with lots of spaces on the outer perimeter which
looked wrong”.

The second strategy concerned either identifying parts composed
of grouped elements or visually discerning distinct patterns within
the arrangement. Participants used one or more groups of elements
they located in the sample and compared them to their generated ar-
rangement. These groups were either shapes (i.e. three elements in
a cluster look like a triangle), lines/curves, alphabet letters, or even
faces and other forms of pareidolia. If any of these grouping types
were identified in the stimulus, participants would certainly look
for them in the generated image. Participant P9 reported, “Yikes.
I can’t see a pattern or structure. I saw ovals or lines horizontal
tilted curved lines. Density isn’t an issue here just the structure”.
In another case participant P14 had initially noticed “two big black
dots in pairs”, but when evaluating the similarity of the generated
image said “I can’t see groups (of pairs) close together in gener-
ated image. They are too far apart than the pairwise distances in the
sample”. But for instances where the stimulus was not perceived
to contain any obvious cluster or shape, participants depended on
conceptualized rules and influencing factors, described earlier, to
explain them. These rules remained vivid in the participant’s mind
throughout the generation process and were used when judging the
similarity to the sample. Participant P13 described a stimulus as
“Two large dots. The number of smaller circles formed a network in
pattern. The large [elements] just fill space”. This participant later
went on to explain their arrangement generation style as “copies of
a small network, and branches coming out from it”. Then when
judging the arrangement’s similarity, they rated it poorly and said
“what was in mind and generated is not the same. not sure what it
should be like exactly”.

Shapes were not often noticeable unless the copied distances and
orientations of elements were moderately accurate. Other visual
impressions led to predefined pattern rules that describe how sam-
ple arrangement elements were grouped and connected. When
copying samples into the canvas, the pattern as well as accuracy
were two of the primary concerns. Many participants tried with
much effort to copy elements and relative distances precisely but in
general such attempts still contained noticeable flaws. Participants
P1, P5 and P20 distinctly stated that generated arrangements were
“not accurate, spaces are not right”. P9 expressed this difficulty by
stating “it’s too hard to make the same distances [as the sample]”.
These flaws influenced final similarity ratings.

The final comparison strategy includes performing an overall ag-
gregate check on the generated arrangement. This required scru-
tinizing the arrangement for prominent visual properties, notably



Approach out of 180 im-
ages (100%)

Tiling 61 (34%)
Structured 83 (46%)
Random 33 (18%)
Not a texture 3 (2%)

Table 1: The number of arrangements according to the generation
approach.

density, and relating them to the stimulus in order to discern simi-
larity. Participant P13 described this process by saying “checking
density, ratio of sizes. no pattern. proximity of dots. bottom left
has too much space otherwise it would be extremely similar”.

4.3 Quantitative analysis

In this investigation we try to understand how participants rated
visual similarity of their generated arrangements in comparison the
the stimuli, which includes an analysis of replies to two 5-point
Likert scale questions asked during the study session (Questions 6
and 7).

A Chi-square test proved that results of the two Likert scale ques-
tions were highly correlated (P ≤ 0.00001). This indicates that al-
most every participant who thought their generated image was sat-
isfactory also thought that it was similar to the given sample. Ac-
cordingly, only similarity findings will be discussed in the analysis.
Answers to five-point Likert questions are converted to three-points
(similar, neither similar and not similar, and not similar) to present
the figures in this section.

Each of the 20 participants generated arrangements for the com-
plete set of nine stimuli shown in Figure 3, producing a total of
180 user-generated arrangements. Table 1 presents the numbers of
arrangements generated according to the approach adopted.

The similarity chart in Figure 6 (a) shows that 68% of all user-
generated arrangements (regardless of approach) were rated “sim-
ilar” to the stimulus upon which they were based. To further un-
derstand these arrangements we analyzed them according to their
generative approaches. We looked for patterns in the adopted ap-
proaches and delved deeper to understand the reason behind sim-
ilarity choices. Figure 7 shows a detailed breakdown of the types
approaches adopted by participants. These numbers suggest that
the adopted approach may have some correlation to the context and
visual aspects identified in the stimulus.

To show whether there exists correlation we looked closer at how
image groups (A, B or C) affect participant similarity ratings. Fig-
ure 6 (b) shows that participants rated their arrangements as “sim-
ilar” regardless of the image group. This means that there is no
direct relationship between image group type and similarity ranks.

Further analyzing results for the dependancy of the generation ap-
proach on image group type, we find that most arrangements were
generated using a structured approach (Figure 6 (c)). Interestingly,
the numbers of arrangements generated using a structured approach
increased from Group A to Group B to Group C. Equivalently, ran-
dom approaches to arrangement generation decreased from Group
A to C. The fact that Groups A, B and C contained elements of
one, two and three sizes respectively seems to have a direct corre-
lation with how people are generating arrangements. The increase
in complexity (element sizes and numbers) made it easier for peo-
ple to discern shapes and interactions between them. These groups
and clusters of elements could explain why a structured approach
was adopted more often. A random approach on the other hand was

(a) Overall similarity ratings for
all generated arrangements. (Lik-
ert question (2))

(b) Total similarity rating per im-
age group type.

(c) The human-generated ar-
rangements classified according
to the image group and generation
approach.

(d) Overall similarity ratings
for all 180 generated arrange-
ments according to generation
approaches

Figure 6: The quantitative analysis from the first user study data.

Figure 7: The types of approaches adopted by participants to gen-
erate arrangements for the 9 stimuli.

generally adopted for arrangements that have no apparent shapes or
structures. These approaches were more appropriate for Group A
images that have the least amount of discernible features and be-
came less and less appropriate as arrangements became more com-
plex. Finally, arrangements generated using a tiling approach are
noticed to be constant across all image group types. This shows that
tiling approaches were chosen as suitable alternatives to structured
approaches for generating geometric arrangements. The reason for
this may either be because a participant (1) sees the whole stimu-
lus as a complete shape or pattern and was satisfied to tile it out or
(2) could not see any shape but thought tiling was a valid form of
generating arrangements.

Further considering similarity ratings for individual generation ap-
proaches in Figure 6 (d), we find that the majority of arrangements
generated using either approach resulted in higher similarity ranks.
This shows that participants were generally pleased with the results
generated from the approaches they adopted.

A subsequent inquiry into the total similarity ratings of grouped ap-
proaches adopted by participants (Figure 8) also shows that those
generated via structured and tiling approaches had a lower chance
of being rated similar to the originating stimulus. This occurs as
a result of distance copying inaccuracy, an increase or decrease in
overall white space, inappropriate density representation, or diffi-
culty in discerning shapes and local neighbourhoods. Participants
were noticed to have a very keen sense of detecting copy accuracy
and density changes. This appeared more often in similarity rat-
ings of tiling only, and mixed structured and random generated ar-



rangements. Due to the low number of participants who exclusively
chose only structured or tiling mixed approaches, it is difficult to
validate the appropriateness of the adopted approaches. However,
our goal is not a pure quantitative evaluation of gathered partici-
pant satisfaction or similarity; Instead, we aim to elicit attributes
of geometric textures that influence an individual’s assessment of
similarity.

Figure 8: Total participant similarity ratings according to the
mixed generation approaches they adopted.

4.4 Results and discussion

The results of the mixed-method analysis presented in this section
can be summed up into (1) visual attributes and (2) strategies used
by participants to generate and compare their final arrangements.
When a person is asked to generate an arrangement from a stimu-
lus, multiple perceptual processes appeared to take place and result
in three prominent attributes. We present them as local and global
visual attributes, local shapes attributes, and larger spatial structure
descriptions. These attributes confirm perceptual theory advances
presented by Marr [1983] specifically in the context of geometric
texture synthesis. Depending on the most noticeable attributes gath-
ered from a stimulus, the participant will choose to generate their
arrangement using either a tiling, structured or random approach.
These attributes and strategies succeeded in providing participants
with the ability to: (a) rate/judge similarity, (b) give a level of satis-
faction, (c) give a sense of visual appeal, (d) recognize content, and
(e) inspire other ideas.

We also found that regardless of the image type, participants
favoured a structured and tiling approach to texture generation over
a random approach. Although visual properties played an important
role in perceiving arrangements, recognition of the stimulus and lo-
cal groups of elements were key factors in how participants rated
the similarity of their final results. The next user study (Section 5)
helps shed more light on this observation.

5 Evaluating similarity of computer and
human-generated arrangements

Given that we studied similarity of geometric arrangements in the
previous study, how can we trust the results of participants’ eval-
uations of the similarity of their own generated patterns? This is
neither a reliable or objective means to assess true visual appeal.
This next study collects all the generated arrangements from the
previous study and gives them to a new group of people who can
evaluate similarity in an unbiased way.

In this evaluation, we want to observe how people rate the quality of
geometric arrangements. To do this, we collect participant feedback
on the features that made them rate one arrangement as more or less
similar than others. Armed with results from the previous study, we
aim to deliver a plausible set of metrics that effectively reports on
how people judge similarity. To accomplish this we adopt a smaller

mixed-method research design. As in the previous section, we will
first describe the study we designed to capture these metrics (Sec-
tion 5.1). Then, we will present the qualitative and quantitative data
we collected (Sections 5.2 and 5.3). Finally, we will discuss these
findings relative to the results of the first user study (Section 5.4).

5.1 Design and setup

Participants: Research participants consisted of 20 university stu-
dents (undergraduate and graduate). Five of them had previously
completed the first user study.

Sample arrangement set: The sample data set of arrangements con-
sists of nine stimulus arrangements and a total of 225 geometric ar-
rangements. Of them, 180 were user-generated arrangement from
the previous user study; 36 were computer-generated random ar-
rangements (four per stimulus arrangement) and nine were accu-
rately tiled instances of each template stimulus. The purpose of the
additional computer-generated textures was to account for inaccu-
racy when copying stimuli by hand in the first study. These textures
were included according to their generation approaches in the anal-
ysis.

Computer-generated random arrangements were generated using
the same routine used to generate the template sample arrangements
described in Section 4.1. Computer-generated tile arrangements in-
volved copying and repeatedly pasting the stimulus arrangement in
close proximity. The final tilings each had six sample stimuli laid
out on a regular grid (3 columns × 2 rows) similar to the 2 × 2
tiling sample in Figure 5.

Interface and methodology: In each task one stimulus arrangement
was shown along with five randomly selected geometric arrange-
ments presented side-by-side. See Figure 9 for a sample task.

Figure 9: A sample interface used during the second user study.

Participants were asked to drag and drop arrangements into the ap-
propriate boxes below from the least similar arrangement to the
most similar one. They were then asked to describe why they chose
the extreme least and most similar textures. Every participant saw
each of the nine template stimuli five times (with five samples each),
adding up to 45 sets of ranks per participant. This collectively cov-
ers all 225 samples in our sample data set. Participants were asked
to complete the ranking and provide reasons for each set during a
1-2 minute time frame. Timing was chosen empirically, such that
participants had enough time to compare textures without having
too much time to overanalyze their decision.

Data collection and analysis: Participant interactions on the screen
and their final ranks were recorded automatically; while the rea-
soning for the choices they made was collected in writing by the
investigator. A mixed-method analysis was adopted to interpret the
information collected.



Common similarity properties

density high
low

clustering pairs
groups

frequency/sizes
number of elements
number of different sized elements
ratio of element sizes

overall pattern
discernible or not
periodicity
space filling

copied samples number of copied stimuli
accuracy of copied samples

distances exact/approximate to stimulus
not like sample

white space amount

distribution type
regular/tiled
irregular/random
homogeneous

shape(s) detectable/undetectable
sampling impose circular boundary on image
symmetry noticeable or not

Table 2: Common properties used to judge least and most similar
geometric arrangements to the stimuli upon which they were based.

5.2 Qualitative analysis

Using the same deductive reasoning as in the grounded theory anal-
ysis from the first user study, we find that there exist many com-
mon characteristics used by participants to judge similarity of ge-
ometric arrangements. Participants used a total of 11 properties to
describe similarity. Table 2 summarizes the common properties re-
ported from participants after completing the similarity rankings.

In arrangements where the stimulus pattern was most obvious, par-
ticipants often reported the number of copied stimuli and the dis-
tribution style (tiled, regular, etc). When the stimulus copies were
not apparent, participants reported descriptions that involved the
shapes and groups present. As for the arrangements that had no
obvious structures and required extra scrutiny to judge, similarity
measures involved a range of the remaining properties (density, fre-
quency of elements, and distances). Properties that were repeatedly
mentioned and deemed especially influential when perceiving sim-
ilarity across all arrangement styles of distribution include density,
distribution type, spaces, and shapes.

Some participants rejected arrangements that did not fill the can-
vas. For example, participant P1 described one image saying “too
much white space, large empty spaces”. Depending on noticeable
accuracy of patterns and the element distribution in the generated
image, participants were likely to disregard emptiness when judg-
ing similarity; for the same image P8 said that “this captures exact
copies of the stimulus in it”.

5.3 Quantitative analysis

To understand which textures were rated the most similar and which
ones were rated the least similar, we analyzed the collected ratings
according to the type of approach used to generate the arrange-
ment. The data from both the fifteen naive participants and the
five non-naive participants did not show any noticeable differences,
and thus were pooled together during the analysis. The top row of
Figure 10 shows percentages of “most” similar and “least” similar
participant rankings for the complete arrangement set. This chart

reveals that arrangements generated using a tiling approach were
most likely to be rated by participants as similar to their original
stimuli. Structured and random approaches were least likely to be
rated as similar. This shows that approaches used to generate ar-
rangements highly affect the way they are perceived.

Since tiling arrangements ranked highest for “most similar” ar-
rangements and random arrangements ranked least, the perfection
of computer-generated arrangements was considered to be a cause
for concern. To account for this we removed all the computer-
generated arrangements from the data set. A re-run of the analysis
(bottom row of Figure 10) showed that of the remaining human-
generated arrangements, the majority of “most similar” rated ar-
rangements were still generated via a tiling approach but those
“least similar” were generated from a structured approach. An in-
teresting feature from these charts is that human-generated random
textures rated more similar than computer-generated random ones.
This hints at the possibility that people are better at generating “ran-
dom” arrangements than a completely random computer-generated
process. People may have a keen sense for judging density of ar-
rangements or are better at identifying placements and white space
within generated arrangements. This particular observation is re-
lated to the balance between regularity and randomness found in
Op Art geometric arrangements [Dodgson 2009].

The bottom left chart of Figure 10 shows that arrangements gen-
erated from a structured approach were rated “least similar” more
often in comparison to tiling and random human-generated arrange-
ments. This does not necessarily eliminate a structured approach as
a good method for generating arrangements, since many of them
were rated more similar than randomly generated ones. Detected
shapes and small patterns (discussed in Section 5.2) may be the
prime reasons for the increase in similarity ratings. Likewise, in ar-
rangements that did not include obvious shapes or structures, global
visual properties were used, hence the triumph of more convincing
random distributions. More testing and evaluation are needed to
shed light on the applicability of combinations of these generation
approaches for future synthesis methods.

Figure 10: Total most and least similar similarity ratings accord-
ing to generation approaches with and without computer generated
arrangements.



5.4 Results and discussion

The mixed-method analysis described above reveals a set of metrics
used by people to judge similarity between arrangements. These
factors also match the global and local visual factors identified in
the first study (Section 4.2), further supporting them as reliable
measures for comparing and rating similarity of 2D geometric ar-
rangements. A subsequent quantitative analysis shows that arrange-
ments generated using a tiling approach were ranked the highest as
“most similar” out of randomly selected arrangements. Participants
found it easier to detect repeated instances of a stimulus within an
arrangement and were then more likely to rate it as similar.

Upon further analysis, there is an apparent hierarchy when it comes
to rating similarity in geometric arrangements. Although accuracy
was noticed to be a contributing factor in both user studies, people
look first for complete and whole representations of the stimulus
inside an arrangement. The spatial structures formed through mul-
tiple instances of stimulus patches proved to be one of the strongest
measures of similarity for the observer. The second most obvious
measure required the identification of themes across the arrange-
ment. These themes consist of groups of local elements that gen-
erally form geometric shapes and are consistently distributed in the
arrangement. The final measure sought after involves an overall
comparison of the arrangement to its stimulus using global math-
ematical attributes. Regularity, density, spacing, focal points, and
ratios of element sizes and number played a notable role in rating
similarity of arrangements when both spatial structures and themes
were not (or minimally) spotted.

In comparing results of this study with similarity ranks in the first
user study, we notice a slightly different trend. When participants
were asked to generate an arrangement and then rate its similarity
to the given sample, they often perceived textures generated via a
structured approach as similar to the stimulus. But in the second
study, arrangements generated using a structured approach had a
much lower likelihood of being rated similar, while tiled arrange-
ments ranked the highest. The perceived similarity of arrangements
suggests that perhaps strict similarity is not the ultimate goal of ge-
ometric texture synthesis, and that we should be seeking to balance
between similarity and aesthetics.

6 Conclusion and future work

Computer graphics researchers will always be able to create ad hoc
algorithms that attempt to crack visual problems like geometric tex-
ture synthesis. These attempts are worthwhile and inform our un-
derstanding of the effectiveness of such algorithms. However, we
feel that there is also value in attempting to uncover the underlying
perceptual principles that cause these algorithms to succeed or fail.
Our inquiry led us to believe more firmly that perception is an im-
portant factor that has been until now underestimated in the texture
synthesis community.

In a previous attempt to evaluate synthesized results, Lin et
al. [2006] chose a black-box approach to correlate a quantitative
measurement (the geometric norm) of a synthesized arrangement
with user satisfaction. This was sufficient to gain a quantitative
number on “what” constitutes satisfaction for synthesized textures
but does not give any reasons for “why” the participants were sat-
isfied. Our research employs a complementary white-box evalua-
tion that looks for aspects people were drawn to when evaluating
similarity of geometric arrangements. Our descriptive, step-by-step
process offers a number of metrics that can be used when evaluating
arrangements for similarity, visual appeal and attractiveness.

This paper reports findings from two experimental user studies on
the process of generating and evaluating similarity between geo-

metric arrangements. As with previous studies on geometric vi-
sual perception, our results are subjective and represent information
from only a small group of people. However, we offer preliminary
steps towards grounding texture synthesis techniques more firmly
with our understanding of visual perception. This includes identi-
fying important visual cues used by people when generating and/or
comparing similarity of geometric arrangements and a set of strate-
gies adopted by participants when generating arrangements. These
specific visual processes have not been considered in previous ge-
ometric synthesis algorithms. We hope that these results can mo-
tivate and guide future studies on considering visual similarity in
geometric texture synthesis. To help drive future studies, we have
placed our collected dataset online.1

An interesting next step would be to evaluate similarity of existing
GTS algorithms like those of Barla et al., Ijiri et al., and Hurtut et
al. in an unrestricted pile sorting study. Such pile sorting offers
completely subjective information about how participants view, re-
late, and assess similarity and visual appeal. Achieving any signifi-
cance when evaluating these synthesized arrangements based on the
visual perceptual processes identified in this work could revolution-
ize GTS and establish perceptual measures as effective synthesis
approaches. The main problem with this style of robust evaluation
is the difficulty of acquiring or developing appropriate implemen-
tations. Re-implementing existing synthesis algorithms is a major
concern. To make comparison results valid, it is very important to
use original algorithms to synthesize required textures [Liu et al.
2004]. These heuristic algorithms are highly susceptible to failure
when reproducing sample textures. Re-implementations will most
likely differ in comparison to the original, often as a result of fine
tuning. A related goal for future work is to establish a plausible
suite of benchmark samples that future proposed algorithms can
use to evaluate effectiveness.

We note also that we have not offered a clear definition of similar-
ity in our studies. Each participant was left to decide upon their
own criteria for similarity. Many participants in the second study
selected tiled (regular and near regular) arrangements to be more
similar to the samples . This itself is a very interesting phenomenon
for further exploration, but we also want to understand how simi-
larity can be viewed for non-regular textures. In the future, it would
be interesting to study how choice of language used in similarity
studies affects participants’ interpretation of the tasks.

Another avenue for future work is to investigate arrangement reg-
ularity. Given a small sample arrangement, how do people discern
the order and regularity of the larger pattern? Until now, it was dif-
ficult to explain how people may interpret a small stimulus as be-
ing part of larger regular or irregular arrangements. Based on this
interpretation, they may choose different methods to generate the
arrangement. Future research efforts should focus more on under-
standing the reasons that lie behind these choices and developing
measures to account for the balance of order and regularity found
in generated patterns.

Our experiments also give rise to an obvious need within the tex-
ture synthesis community. Existing synthesis algorithms cannot re-
produce a complete range of texture styles, spanning a continuum
from regular to irregular. Results from these experiments may shed
light on some of the commonalties that exist between different tex-
ture styles. In addition to more exhaustive experimentation, we can
yield sufficient information to develop a general framework that ac-
cumulates all necessary information about all texture styles and of-
fer it as a base for future texture synthesis algorithms.

1http://www.cgl.uwaterloo.ca/˜zmeraj/
publications/NPAR_2011_GTS.html
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